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Abstract

Modern cloud services rely on geo-distributed infrastructure spanning multiple data centers
across the globe. These services must maintain high availability and strong consistency, even
in the face of network partitions, node failures, and significant latency variability. A widely
adopted approach for ensuring consistency in such systems is state-machine replication (SMR),
which models the service as a deterministic state machine replicated across geographically
distributed sites. SMR protocols ensure that commands submitted by clients are executed
in a consistent order across all replicas, preserving linearizability — the guarantee that each
command appears to take effect instantaneously at a single point in global time.

Classical SMR protocols face fundamental trade-offs between latency, fault tolerance, and
complexity. Leader-based protocols such as Paxos offer a well-studied and relatively simple
design, but incur high latency and low throughput due to their reliance on a centralized
leader. Protocols like Fast Paxos introduce fast paths to reduce latency under favorable
conditions, yet they perform poorly in the worst case due to disruptive fallback behavior and
state-transfer overhead. More recent leaderless protocols, such as EPaxos, remove the leader
bottleneck and enable decentralized decision-making, but introduce substantial complexity in
their failure recovery mechanisms and suffer from high tail latency due to execution convoy
effects. Moreover, EPaxos — the most influential leaderless SMR protocol — is ambiguously
specified and suffers from nontrivial bugs.

This thesis addresses these limitations by presenting two complementary SMR. protocols:
SwiftPaxos, a new leader-based protocol that lowers best-case latency without introducing
performance penalties in the worst case, and EPaxos*, a new leaderless protocol based on
EPaxos that is simpler, provably correct, and optimal in number of processes required.

SwiftPaxos executes client commands in two-message delays in the absence of conflicts, and
in three-message delays otherwise. It introduces a novel double-voting mechanism, which
allows replicas to resolve conflicts without restarting the consensus instance or transferring
large amounts of state. Experiments across 13 AWS regions demonstrate that SwiftPaxos
reduces latency by up to 29% compared to Paxos and achieves up to 2.9x higher throughput
than EPaxos.

EPaxos™®, in contrast, revisits the leaderless approach to SMR. We introduce the notion of
fast SMR and define a general class of e-fast, f-resilient protocols that guarantee decisions in
two message delays in conflict-free runs with up to e failures. We establish a lower bound of
max{2e + f —1,2f 4+ 1} on the number of processes required for fast SMR, and show that
EPaxos* matches this bound, which makes it the first protocol to achieve this. In addition,
EPaxos™ fixes both known and newly discovered safety and liveness issues in EPaxos by
introducing a novel failure-recovery mechanism.

Together, SwiftPaxos and EPaxos™ provide a substantial improvements of low-latency, fault-
tolerant SMR in geo-distributed systems.
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Resumen

Los servicios modernos en la nube dependen de una infraestructura geodistribuida que
abarca multiples centros de datos en todo el mundo. Estos servicios deben mantener una alta
disponibilidad y una fuerte consistencia, incluso frente a particiones en la red, fallos de nodos y
una variabilidad significativa en la latencia. Un enfoque ampliamente adoptado para garantizar
la consistencia en tales sistemas es la replicacion de mdquinas de estados (SMR, por sus siglas
en inglés), que modela el servicio como una méaquina de estados determinista replicada en
sitios distribuidos geograficamente. Los protocolos SMR aseguran que los comandos enviados
por los clientes se ejecuten en un orden consistente en todas las réplicas, preservando la
linealizabilidad: la garantia de que cada comando parece tener efecto instantaneamente en un
unico punto del tiempo global.

Los protocolos SMR clésicos enfrentan compensaciones fundamentales entre latencia, tolerancia
a fallos y complejidad. Los protocolos basados en un lider, como Paxos, ofrecen un diseno
bien estudiado y relativamente simple, pero incurren en alta latencia y bajo rendimiento
debido a su dependencia de un lider centralizado. Los protocolos como Fast Paxos introducen
caminos rapidos para reducir la latencia en condiciones favorables; sin embargo, tienen un mal
desempeno en el peor de los casos debido a comportamientos de retroceso disruptivos y a la
sobrecarga dada por la transferencia de estado. Los protocolos sin lider méas recientes, como
EPaxos, eliminan el cuello de botella del lider y habilitan la toma de decisiones descentralizada,
pero introducen una complejidad sustancial en sus mecanismos de recuperacion ante fallos
y sufren de alta latencia de cola debido a efectos de convoy durante la ejecucion. Ademaés,
EPaxos esta especificado de forma ambigua y sufre de errores no triviales.

Esta tesis aborda estas limitaciones mediante dos protocolos SMR complementarios: Swift-
Paxos, un nuevo protocolo basado en lider que reduce la latencia en el mejor caso sin penalizar
el rendimiento en el peor, y EPaxos*, un protocolo sin lider basado en EPaxos, més simple,
demostrablemente correcto y éptimo en el nimero de procesos requeridos.

SwiftPaxos ejecuta comandos de cliente en dos retardos de mensaje en ausencia de conflictos,
y en tres retardos de mensaje en caso contrario. Introduce un novedoso mecanismo de doble
votacion, que permite a las réplicas resolver conflictos sin reiniciar la instancia de consenso ni
transferir grandes cantidades de estado. Experimentos en 13 regiones de AWS demuestran
que SwiftPaxos reduce la latencia hasta en un 29% en comparacién con Paxos y logra hasta
2.9x mas rendimiento que EPaxos.

EPaxos*, en contraste, reconsidera el enfoque sin lider para SMR. Introducimos la nocién
de SMR rdpido y definimos una clase general de protocolos e-rdpidos y f-resilientes que
garantizan decisiones en dos retardos de mensaje en ejecuciones sin conflictos con hasta
e fallos. Establecemos una cota inferior de max{2e + f — 1,2f + 1} sobre el ntimero de
procesos requeridos para SMR rapido, y mostramos que EPaxos* alcanza esta cota, lo que lo
convierte en el primer protocolo en lograr esto. Ademaés, EPaxos* corrige tanto problemas de
seguridad y progreso ya conocidos como otros descubiertos recientemente en EPaxos, mediante
la introduccién de un novedoso mecanismo de recuperacién ante fallos.

En conjunto, SwiftPaxos y EPaxos™ mejoran SMR al ofrecer menor latencia y mayor tolerancia
a fallos en sistemas geodistribuidos.

v



Table of Contents

Abstract . . . . . L iii
Resumen . . . . . . . . . iv
List of Figures. . . . . . . . . . . ix
List of Tables . . . . . . . . . xi
Abbreviations and acronyms . . . . . ... ... xii
1 Introduction 1
2 Background 5
2.1 System Model . . . . . . . . .. 5
2.2 COMSENSUS . . . v v v e e 5)
2.3 Paxos . . ... e 6
2.3.1 Overview . . . . ... 6
2.3.2 Optimizations . . . . . . . . .. 7
2.3.3 Limitations . . . . . . . ... 7

2.4 Fast Consensus . . . . . . . . . . .. 8
2.5 Leader Detectors . . . . . . . . . . .. 8
2.6 State-Machine Replication . . . . . . . .. .. ... 8
2.7 A Brief Overview of Notable SMR Protocols . . . . . ... ... ... .... 10
2.8 Egalitarian Paxos . . . . . . . . ..o 10
2.9 CURP . . . . e 12
2.10 Lower Bounds . . . . . . . . . . . .. 12
3 SwiftPaxos: Fast Executions with Steady Slow Paths 15
3.1 Overview . . . . . .. 15
3.1.1 Ballotsand Quorums . . . . . . . . . ... ... 15
3.1.2 Dependencies and Key Invariants . . . . . . .. ... ... ... ... 16
3.1.3 Agreeing on Dependencies . . . . . .. ... oL 17
3.1.4 Ensuring Low Tail Latency . . . . . . . . .. .. ... ... .. .... 19
3.1.5 Faster Responses at Non-Collocated Clients . . . . . ... ... ... 19

3.2 SwiftPaxos in Detail . . . . . . . . ... 20
3.2.1 Normal Operation . . . . ... ... ... ... . ... ........ 22
3.2.2 Recovery from Leader Failures . . . . . . .. ... ... ... ..... 23
3.2.3 Recovery from Client and Follower Failures . . . . . . . . .. .. ... 27
3.2.4 Optimistic Execution . . . . . . ... ... ... ... 27



3.3 Evaluation . . . . . . ..

3.3.1 Impact of the Conflict Rate . . . . . . ... .. .. ... ... ....
3.3.2 Tail Latency . . . . . . . . .
3.3.3 Metadata Usage . . . . . . . .. ..o
3.3.4 Scalability . . . .. ...
3.3.5 Performance under Asynchrony . . . ... ... ... ... ... ...
3.3.6 Applications . . . . . ..
3.4 Proof of Correctness . . . . . . . . . ...
3.4.1 Validity . . . . ...
3.4.2 Imtegrity . . . . . ..
3.4.3 Consistency . . . . . . ...
3.4.4 Liveness . . . . . oL
3.4.5 Nontriviality . . . . . .. ...
3.4.6 Latency . . . . . ..
Theoretical Foundations of Fast Consensus and SMR
4.1 Two-Step Consensus . . . . . . . . v v i
4.2 Upper Bounds for Two-Step Consensus . . . . . . . . .. .. .. ... ....
4.2.1 Fast Ballot . . . .. ... . ...
422 Slow Ballots . . . . . . . ..
4.2.3 Computing the Proposal . . . . . ... ... .. ... ... ...
4.2.4 Consensus Object . . . . . . . . ...
4.3 Lower Bounds for Two-Step Consensus . . . . . . . ... ... ... .....
4.3.1 Consensus Task . . . . . . . ... ..
4.3.2 Consensus Object . . . . . . . . . .
4.4 Fast State-Machine Replication . . . . . . .. . . ... ... ... .. ....
EPaxos*: Optimal Fast SMR
5.1 The Trouble with Egalitarian Paxos . . . . . . . . . .. .. ... ... ....
5.2 Baseline Protocol . . . . . . . ... oo
5.2.1 Execution Protocol . . . . . . . ... ... oL
5.2.2 Commit Protocol . . . . . . .. .. ... ... ..
5.2.3 Recovery Protocol . . . . . . .. ...
5.3 Optimized Protocol . . . . . . . . . ...
5.4 Thrifty Protocol Version . . . . . . . . .. ... ..
5.5 Comparison with the Original Egalitarian Paxos . . . . . . .. .. ... ...
5.6 Comparison with EPaxos Derivatives . . . . . . ... ... ... ... ....
5.7 Proof of Correctness . . . . . . . . .. .
5.7.1 Validity . . . . . . . ..
5.7.2 Imtegrity . . . . . ..
5.7.3 Consistency . . . . . . ..
5. 7.4 Liveness . . . . . . ..
5.7.5  Nontriviality . . . . . .. ...
5.7.6  Optimality . . . . . . .. ...
5.8 A Liveness Bug in EPaxos Recovery . . . . . . . ... .. ... ... ... ..

vi



6 Conclusion
6.1 Future Work

References

vii






List of Figures

2.1
2.2
2.3

3.1
3.2
3.3
3.4
3.5
3.6
3.7
3.8
3.9
3.10
3.11
3.12
3.13
3.14
3.15

4.1
4.2

5.1
5.2
5.3
5.4
9.9
2.6
5.7
5.8
2.9

Paxos (consensus task) . . . . ... Lo Lo 6
CURP*N?Paxos: client code . . . . . . . . . ... ... ... ... ...... 11
CURP*™N?Paxos: normal operation . . . . . . ... ... ........... 13
SwiftPaxos running example . . . . . . . ... ..o 17
Dependency sets and dependency paths . . . . . .. ... .. ... ... 19
SwiftPaxos: client code . . . . . . . ..o 20
SwiftPaxos: normal operation . . . . . . ... ... 21
SwiftPaxos: recovery policy . . . . . . . ... 23
SwiftPaxos: recovery . . . . . . ... 25
Dependency cycles . . . . . ..o 26
AWS regions: latency table. . . . . . .. ... oL 29
AWS regions: replicas and clients . . . . . . ... ... . L. 29
SwiftPaxos for various conflict rates . . . . . . . .. ... 30
Scalability of SwiftPaxos . . . . . . . . . ... ... 33
SwiftPaxos under asynchrony . . . .. ... ... 34
Throughput of SwiftPaxos . . . . . . . . . . ... ... .. ... 34
SwiftPaxos under YCSB workloads . . . . . . ... ... ... ... ... 35
Additional invariants of SwiftPaxos . . . . . . .. ..o 36
Two-step consensus task: collision-free execution . . . . . . . . ... ... .. 52
Two-step consensus task: collision recovery . . . . . . . . ... .. ... ... 53
EPaxos*: execution protocol . . . . . . . . ... ... 66
A dependency graph . . . . ... 67
EPaxos™®: commit protocol . . . . . . . ... ... 68
EPaxos® running example . . . . . . ... L 69
EPaxos™®: recovery policy . . . . . . . . ... 71
EPaxos™*: recovery protocol . . . . . . ... 72
EPaxos™ (thrifty): commit protocol . . . . . .. ... ... ... ... ... 7
EPaxos™ (thrifty): recovery protocol . . . . ... ... ... ... ... 78
Additional invariants of EPaxos™. . . . . . .. ... ... ... ... ... 81

X






List of Tables

3.1 Latency of state-machine replication protocols

X1



Abbreviations and acronyms

API
AWS
CDF
CPU
CURP
EC2
EPaxos
EPaxos*
FIFO
GPaxos
GST
PSMR
SMR
TLA+
UPM
vCPU
WLAN
YCSB
Q

OP

Application Programming Interface
Amazon Web Services

Cumulative Distribution Function
Central Processing Unit

Consistent Unordered Replication Protocol
Elastic Compute Cloud

Egalitarian Paxos

Egalitarian Paxos Star

First In, First Out

Generalized Paxos

Global Stabilization Time

Partial State-Machine Replication
State-Machine Replication
Temporal Logic of Actions Plus
Universidad Politécnica de Madrid
Virtual Central Processing Unit
Wireless Local Area Network
Yahoo! Cloud Serving Benchmark
Eventual Leader Detector

Eventually Perfect Failure Detector

Xii



Chapter 1

Introduction

Today’s cloud services are built on top of complex, geo-distributed infrastructure that spans
multiple data centers across the globe [19, 12, 61, 77, 83, 26, 15, 31, 35, 16, 17, 81]. These
services must accommodate latency variability, as communication between data centers can
fluctuate significantly due to physical distance and the dynamic behavior of the network. At
the same time, they must maintain strong consistency and high availability, ensuring data
coherence and responsiveness even in the presence of server crashes, network partitions, or
regional outages.

A common approach for implementing such services is state-machine replication (SMR),
in which the service is modeled as a deterministic state machine replicated at different
geographical sites. Each replica starts from the same initial state and processes the same
sequence of client requests, remaining in sync with the others. An SMR protocol ensures that
commands submitted by clients are executed in a consistent order across replicas, maintaining
linearizability [32] — the illusion that each command executes atomically at a single point in
global time. This is the strongest consistency property that such systems can guarantee.

Leader-Based SMR. The classical SMR protocols, such as Paxos [42] and Raft [60], rely
on a leader-based architecture. A single replica — the leader — is responsible for ordering all
commands and ensuring they are durably recorded before being executed. If the leader fails, a
new one is elected; the period when a given site acts as a leader is called a ballot. Although this
design is widely adopted in practice, it introduces significant latency in wide-area deployments.
In such protocols the client finds out the result of a command execution after 4 message delays:
a round trip from the client to the leader plus a round trip from the leader to the replicas.
This high latency is made worse by the fact that geo-replicated transaction processing systems
(such as Spanner [19]) use Paxos multiple times when executing a single transaction, e.g., to
implement a fault-tolerant version of two-phase commit.

To reduce this latency, several protocols have introduced so-called fast paths that allow to
bypass the leader in favorable conditions. Fast Paxos [45] pioneered this idea, enabling clients
to send proposals directly to replicas and reach agreement if enough replicas agrees on the
same value. However, these fast paths are fragile: a disagreement forces the protocol to fall



Fedor Ryabinin

back to a slow path that requires additional round-trips to the leader. The performance of
the slow paths in these protocols is worse than that of a simple Paxos. We can increase
the chances of spontaneous agreement on command ordering by observing that, to satisfy
linearizability, it is enough that replicas only agree on the order of non-commuting (aka
conflicting) commands [63, 44]. This allows taking the fast path when there is no contention,
i.e., when replicas receive conflicting commands in the same order, as is often the case in
application workloads [62, 55, 38]. Unfortunately, protocols using this approach, such as
Generalized Paxos [44], become very expensive once even a single pair of commands contend:
in this case the protocol changes the ballot, similarly to how it would handle a leader failure.
This requires transferring a large amount of state between replicas and disrupts the processing
of all commands, even those that do not conflict.

Leaderless SMR. More recent protocols attempt to mitigate the limitations of leader-based
protocols, by implementing a leaderless approach, that allows replicas to order commands
collaboratively [55, 2, 6, 24]. To perform optimally, such leaderless protocols require clients to
be co-located with a data replica. This approach was first introduced by Egalitarian Paxos
(EPaxos) [55], a highly influential protocol that is widely used as a basis for other protocols
or as a benchmark in performance experiments. Unfortunately, the protocol suffers from
serious drawbacks in both theory and practice. The protocol is ambiguous and overly complex,
especially in its failure-recovery procedures, which are only partially specified and prone to
deadlocks. It also suffers from subtle bugs, leading to inconsistent executions.

Furthermore, the execution of commands in leaderless SMR protocols is often delayed by a
form of a convoy effect — a bottleneck where progress depends on resolving long chains of
interdependent commands. As a consequence, these protocols have a high tail latency even at
low conflict rates; once the conflict rate increases, the latency skyrockets [79, 27, 6].

By tackling the limitations of both leader-based and leaderless protocols, this thesis makes
the following contributions:

o Chapter 3 presents SwiftPaxos, a novel leader-based SMR protocol that reduces best-
case latency compared to Paxos, while preserving worst-case performance. We support
this claim with empirical evidence demonstrating that SwiftPaxos outperforms Paxos
even under worst-case conditions.

o In Chapter 4, we formally define the notions of two-step consensus and fast SMR, and
prove lower bounds on the number of processes required. This contribution is important
because it bridges theory and practice: earlier definitions of fast consensus were too
strict to capture the behaviour of real systems, especially in systems designed for SMR
rather than mere consensus.

o Chapter 5 introduces EPaxos*, a leaderless SMR protocol built on Egalitarian Paxos
that is both simpler and correct. We also prove that EPaxos* matches the lower bounds
for fast SMR (the only protocol to date achieving this).
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SwiftPaxos. We first present SwiftPaxos, an SMR protocol that executes a command in
just 2 message delays, as long as it commutes with all concurrently submitted commands
(the fast path). In the presence of conflicts, SwiftPaxos requires only one additional delay
for the leader to resolve them, resulting in a total of 3 message delays (slow path). Unlike
its competitors [45, 44, 82|, the slow path does not disrupt the system and does not require
transferring significant amounts of state. Since in SwiftPaxos conflicts are resolved by the
leader, it also exhibits low tail latency, unlike EPaxos [55].

The key novelty of SwiftPaxos is that on the slow path a replica votes for two different
proposals: first for its own and then for the leader’s, with latter superseding the former. Such
double voting would usually be unsafe in Paxos-like SMR protocols: this is why protocols
like Generalized Paxos [44] can only resolve a disagreement by changing the ballot. It is
safe in SwiftPaxos because we include the leader into all fast quorums. Hence, if a fast
quorum replica disagreed with the leader, the replica knows that the command could not
have been committed on the fast path. The replica can then quickly correct its vote without
compromising safety by sending a new message overruling the previous one. This enables
processing a command on the slow path in just 3 message delays.

We have experimentally evaluated SwiftPaxos across 13 regions on Amazon EC2. Depending
on contention, the protocol delivers 16-29% lower average latency than Paxos, and in mixed
YCSB workloads [18] its throughput is up to 2.9x higher than EPaxos.

Two-Step Consensus and Fast State-Machine Replication. Next, in Chapter 4, we
define what it means for a real-world SMR protocol to be fast. To this end, we introduce and
formalize the concept of two-step consensus as a foundation for fast state-machine replication.
We define a class of e-fast, f-resilient protocols, where fast execution (completing in two
message delays) is guaranteed under up to e faults, while tolerating up to f faults overall.

Unlike classical formulations of fast consensus, which require all correct processes to decide
fast, two-step consensus only requires a single correct process to reach a decision in 2 message
delays. This relaxation more accurately reflects the behavior of real-world systems and yields
strictly better lower bounds on the number of processes required for fast execution. We also
present a matching upper bound, which serves as the foundation for the design of optimal
and practical fast SMR protocols.

EPaxos*. Then, in Chapter 5, we present the first provably correct fast SMR protocol
that requires the smallest possible number of processes. While the original EPaxos tried to
handle a specific case of this trade-off between fast execution and fault tolerance, it was flawed
due to bugs. The main technical novelty of EPaxos* is its failure recovery procedure, which
significantly simplifies the one of the original EPaxos and allows us to fix its bugs. At the
same time, EPaxos* does not significantly change the failure-free processing of the original
protocol. This is important because many follow-up protocols and systems built on EPaxos
focus primarily on its steady-state behavior, yet their correctness can be compromised by
unresolved issues in the original protocol — in fact, in Chapter 5, we also present a previously
unknown liveness bug. EPaxos™ is therefore the protocol that maintains the guarantees of
EPaxos while addressing its shortcomings.
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Chapter 2

Background

2.1 System Model

In this thesis, we consider a distributed, message-passing system II consisting of n processes,
of which at most f may fail by crashing, and no process behaves maliciously. A process is
considered correct if it never crashes, and faulty otherwise.

We assume that the set II is static. Some of the algorithms presented in this thesis could,
in principle, be extended with standard reconfiguration techniques [42, 73, 72| to relax this
assumption; however, such extensions are beyond the scope of this work.

Processes communicate by exchanging messages over reliable channels: every message sent by
a correct process is eventually delivered, without any assumptions on the order of delivery.
We assume that the system is partially synchronous [22], meaning there exists a global
stabilization time (GST) and a time bound A such that, after GST, every message sent by a
correct process to another correct process is guaranteed to be delivered within A time units.
Messages sent before GST may be arbitrarily delayed.

We divide time into rounds of length A: events that happen during the time interval [0, A)
form the first round, events that happen during the time interval [A,2A) the second round,
and so on. Unless stated otherwise, both GST and A are unknown to the processes.

2.2 Consensus

Consensus is a fundamental abstraction in distributed computing that can be solved in the
system described above. It requires processes with different initial values to agree on one
common value. Consensus is widely used in practice, particularly for implementing arbitrary
replicated state-machines.

The standard definition of consensus is that of a decision task. In the consensus decision
task, each process has an input value (a proposal) and may output a value (a decision). It is
required that:
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1 start phase 1
2 | let b > bal such that i = b (mod n) 15 when received 2a(b, v) from ¢
3 | send 1la(b) to II 16 pre: bal <b

4 when received 1a(b) from ¢ i; g;ill;ivzzl&;’a;)) <t—0 (qb7 b,v)

5 pre: b > bal -

6 bal < b 19 when received 2b(bal, v) from @
7 | send 1b(b,vbal,val) to ¢ 20 pre: |Q|>n—f

. 21 val < v
8 when received 1b(b, vbal,,v,) from all g € v decide

9 | pre: [Q>n—f

10 let by, = max{vbal, | ¢ € Q} 23 | send Decide(v) to IT\ {p;}

11 if 3¢ € Q. vbal, = byax N vy # L then 24 when received Decide(v)
12 send 2a(b, v,) to II 25 | val«w

13 else 26 decide v

14 send 2a(b, initial_val) to II N

Figure 2.1: Paxos (consensus task) at a process p;.

Validity Every decision is the proposal of some process;
Agreement No two decisions are different; and

Termination Every correct process eventually decides.

Consensus can alternatively be modeled as a shared atomic object [9], where processes explicitly
propose a value v by calling propose(v), which eventually returns the decision; in particular,
this allows a process not to make any proposal at all.

2.3 Paxos

There are multiple algorithms for solving consensus, the most famous and influential of which
is the Paxos algorithm. Originally proposed by Lamport in [42], Paxos has been extensively
analyzed in numerous papers [66, 43, 10, 67, 30]. Paxos solves consensus with the optimal
number of processes: n > 2f + 1 [23].

2.3.1 Overview

Figure 2.1 shows the Paxos protocol. It is a leader-driven protocol in which agreement is
coordinated by a designated leader process. Paxos relies on two key concepts: ballots and
quoOTUMS.

o A ballot is a numeric value that represents a round of leadership. A process can be in
only one ballot at a time, following the leader of that ballot. Each process maintains two
ballot variables: one indicating the current ballot it is in (bal), and another recording
the highest ballot at which it has accepted a value (vbal). In Paxos ballots only increase,

6
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ensuring that values accepted in higher ballots supersede those from lower ballots.

e A quorum is a set of processes large enough to ensure that, if the leader records a
decision with this quorum, the decision remains durable despite f failures. In Paxos,
quorums have a size of n — f > f + 1, ensuring that any two quorums intersect.

The protocol is divided into two phases. In the first phase, a process attempts to establish its
leadership over a quorum and collects the values accepted so far. To do this, it broadcasts a
1a message containing its ballot number b (line 3). A process responds to this message only
if b is greater than its current ballot bal (line 5). In that case, it replies with a 1b message
carrying its vbal and the value val, which is initially set to L.

Once the prospective leader has collected a quorum of 1b messages, it determines the value
to propose in the second phase. To ensure safety in case a value has already been chosen, it
selects the one associated with the highest vbal. Otherwise, it uses its own initial proposal
(stored in the variable initial_val). The chosen value is then broadcast to all processes in a 2a
message (lines 12, 14).

The second phase begins when processes receive this 2a message. They accept the proposed
value and reply with a 2b message to the leader (line 18). After gathering a quorum of 2b
responses, the leader decides on the value (line 22) and notifies the rest of the processes by
sending a Decide message (lines 23-26).

In §2.5, we describe how augmenting Paxos with a leader detector ensures Termination.

2.3.2 Optimizations

N2Paxos is an optimization of Paxos that slightly reduces the latency of the first phase: at
line 18, processes can send 2b messages to every other process rather than only to the leader.
This way, the leader does not need to send a Decide message, as processes will directly receive
a quorum of 2b messages themselves.

Another optimization, Flexible Paxos [33], is based on the observation that quorums within
the same phase need not intersect. This permits reducing quorum sizes in configurations where
n > 2f 4+ 1, thereby improving decision latency in non-uniform networks, where messages
sent simultaneously may be delivered with different delays. For instance, the condition in
line 20 can be relaxed to |Q| > min{n — f, f + 1}.

2.3.3 Limitations

In Paxos, the leader can become a bottleneck. If the system is synchronous and the initial
leader is correct, Paxos can reach a decision within two message delays — in this case the initial
leader skips the first phase of the protocol. However, if the initial leader is faulty, the latency
increases. Furthermore, as pointed out by Lamport himself: “Paxos is optimal for solving the
traditional consensus problem. But it is not necessarily optimal for implementing a system
that uses consensus” [46]. This criticism arises from the fact that, in real systems, consensus
is typically used as a shared object (a black box). When implemented with Paxos, external
clients invoking it must perform an additional round-trip: first to submit their proposals to
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the leader, and then to receive the outcome of the agreement. As a result, only clients that
are co-located with the leader are able to decide with low latency.

2.4 Fast Consensus

Fast consensus protocols addresses the above limitations of Paxos by allowing any process to
decide fast (in two message delays), provided that no more than e < f processes are faulty,
which may include the leader. It has been shown that fast consensus can be solved only if
n > max{2e + f +1,2f + 1} [46].

Fast Paxos [45, 5] is a fast consensus protocol built on Paxos that matches these lower bounds.
In Fast Paxos, all processes start by sending their initial proposals to every other process.
A process decides on a value via the fast path if it receives a fast quorum (a set of size
n—e > e+ f+ 1) of matching proposals. If no fast quorum is available, or if there is no
agreement within the fast quorum, Fast Paxos switches to the slow path, increasing the ballot
number and initiating a round of classical Paxos.

Compared to Paxos, Fast Paxos improves the best-case latency but worsens the worst-case
latency. In case of disagreement, the protocol must first detect that the fast path is impossible,
adding extra time and message delays before proceeding to the slow path.

2.5 Leader Detectors

The Paxos protocol in Figure 2.1 does not specify precisely when a process should start phase 1.
This detail is crucial for ensuring the Termination property of consensus. If the mechanics of
starting this phase are not chosen carefully, several correct processes may repeatedly interfere
with each other while attempting to impose their ballots on a quorum, preventing progress.

To address this, consensus protocols can rely on a leader detector abstraction, which can
be implemented under partial synchrony (§2.1). The Q leader detector is one such service
[11]: it ensures that eventually all correct processes agree on the same correct process as
their leader. At each process p, €2 outputs the process that p currently believes to be correct.
The output of 2 may change arbitrarily and for an arbitrary period of time, and different
processes may temporarily select different leaders. However, () guarantees that eventually all
correct processes will identify the same unique correct leader.

Termination of the Paxos algorithm can therefore be ensured by allowing only the process
returned by €2 to run phase 1.

2.6 State-Machine Replication

State-machine replication (SMR) is a common approach to designing highly available dis-
tributed services in the model presented in §2.1 [71, 19]. The service is defined by a
deterministic state machine, which has a set of states S and accepts a set of commands C.
Given a command ¢ and a state s, a function exec(c, s) returns a pair (r,s’) of the return
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value r and the new state s’ obtained by executing ¢ in s.

The processes in II are split into replicas, running a distributed service, and clients using it.
We denote the set of replicas by R and assume that there are N = 2f 4+ 1 of these. Each
process in R models a server located in a separate data center; clients can be co-located with
servers or located elsewhere.

Each replica maintains its own copy of the state machine, accessible via a variable state. An
SMR protocol coordinates the execution of commands at the replicas, ensuring that their
copies of the state machine stay in sync.

Clients are stateless, but they know how to contact the replicas. The SMR protocol allows a
client to submit a command ¢ for execution using an API call submit(c). Each submitted
command c is tagged with a unique identifier id(c). A function client associates each identifier
with the client that submitted the command. When the SMR protocol obtains the response
value r of a command ¢, it upcalls into the client with a notification response(id(c),r).

The protocols we propose in this thesis satisfy linearizability [32]. Informally, this means that
commands appear to clients as if executed sequentially on a single copy of the state machine
in an order consistent with the real-time order, i.e., the order of non-overlapping command
invocations.

To satisfy linearizability, it is enough that replicas agree on the execution order of non-
commuting commands [44, 63]. More precisely, two commands ¢ and d commute if for every
state s of the state machine: (i) executing ¢ followed by d or d followed by ¢ in s leads to the
same state; and (i) ¢ returns the same response in s as in the state obtained by executing d
from s, and vice versa. When the two commands do not commute, we say that they conflict,
written ¢ > d. Conflicts can be over-approximated using the service API: e.g., in a key-value
store operations on different keys commute. In transactional systems with deferred update
replication, such as Spanner [19], conflicts can be detected at commit time.

To give a specification of an SMR protocol, we first define a relation < over C so that ¢ < d
if: (1) c>ad and some replica p executes ¢ before d; or (ii) ¢ was executed by some replica
before any client submitted d. An SMR protocol needs to satisfy the following properties:

Validity If a replica executes a command ¢, then some client has submitted ¢ before.
Integrity A replica executes each command at most once.
Consistency The relation < is acyclic.

Nontriviality The return value r obtained by the client for a command ¢ is the result of
¢’s execution at some replica.

Liveness If a command c is submitted by a non-faulty client or executed by some
replica, then c is eventually executed by all non-faulty replicas.

Implementing this specification is sufficient to ensure the linearizability and responsiveness of
the distributed service [44, 63]. In particular, Consistency guarantees that different replicas
cannot execute conflicting commands in different orders.
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2.7 A Brief Overview of Notable SMR. Protocols

An SMR protocol can be implemented using any consensus object: each replica runs a
consensus instance for each submitted command, agreeing on its position in a global (or
partial) order. However, the resulting protocol inherits the limitations of the underlying
consensus protocol. Paxos, for example, is widely used to implement SMR, but it suffers from
the same issues discussed earlier, such as leader bottlenecks and uneven performance across
clients.

Over the years, many SMR protocols have been designed to overcome these limitations and to
improve latency, scalability, and robustness. The first notable step was SMR. built on top of
Fast Paxos [45], which introduced fast paths to minimize latency by allowing clients to contact
replicas directly. Building on this idea, Schiper and Pedone [63], and then Lamport [44]
proposed protocols that exploit commutativity, using partially ordered consensus instances to
identify dependencies among commands. As explained in Chapter 1, however, leader-based
protocols following this approach can only resolve a conflict via a ballot change, which may
require extensive state transfer between replicas and disrupts the system.

Later work refined this idea by replacing partial orders with dependency graphs. Zielinski
[84] observed that such graphs may even contain cycles, paving the way for EPaxos [55], the
first practical SMR protocol to decentralize the ordering of commands.

Another important direction is the usage of optimistic execution. Speculative Paxos [65]
enforces spontaneous ordering in the network to obtain identical optimistic execution at
all replicas. Eve [37] executes state-machine commands optimistically in parallel, failing
back to sequential execution if the results do not match. In practice, clients might not be
located near a service replica [1, 4]. For such clients, CURP [62] speeds up the response
by executing optimistically commands at the leader. CURP does not use dependencies but
instead computes a total order. In particular, a client accepts the result of optimistic execution
only if it is conflict-free.

Some protocols leverage access locality to boost SMR performance [64, 13, 14]. These protocols
use Paxos as a black box, invoking it one or more times per command. Spanner [19] and
CockroachDB [77] also use it to implement the more complex abstraction of strongly consistent
transactions.

Finally, a few recent proposals [49, 36] push the design of SMR further by offloading work
to specialized network components. While promising, these techniques have not yet been
extended to geo-distributed environments.

We now take a closer look at the two protocols most relevant to this thesis: EPaxos and
CURP.

2.8 Egalitarian Paxos

Egalitarian Pazos (EPaxos) [55] is an SMR protocol that introduced a leaderless approach, en-
abling processes to order commands collaboratively. Compared to Paxos, the more democratic
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Figure 2.2: CURP*N?Paxos: client.

ordering mechanism of EPaxos brings several benefits, the first of which is faster command
execution. In more detail, when there are no more than (%1 crashes and the system is
synchronous, EPaxos allows any correct process to execute a command ¢ in only 2 message
delays, provided ¢ commutes with all concurrently submitted commands. In this case the
protocol takes a fast path, which contacts a fast quorum of n — (%W =f+ L%J processes.
In contrast, in Paxos, a non-leader process requires at least 3 messages delays to execute a
command, as it has to route the command through the leader. Furthermore, a leader failure
prevents Paxos from executing any commands, no matter quickly or slowly, until a new leader
is elected. EPaxos can maintain non-zero throughput with up to f failures of any processes —

a practically important feature for highly available systems.

Interestingly, in comparison to existing leader-based SMR protocols with fast paths [44, 63],
EPaxos can provide fast decisions while tolerating an extra process failure. For example,
Generalized Paxos [44] decides fast when the number of failures does not exceed |£] < [£] +
1= [%1 Thus, for n = 3 and n = 5, EPaxos provides fast decisions while tolerating
any minority of failures, with its fast path accessing the remaining majority — same as for
slow decisions in the usual Paxos. Providing fast decisions in these cases does not require
contacting larger quorums. The above advantages are no small change in practical systems,
especially those deployed over wide-area networks. In this setting, the number of replicas is
typically small, with n = 3 and n = 5 being common [19], while the latencies between replicas
are high. Thus, waiting for an extra message or contacting an additional far-away replica
may cost hundreds of milliseconds per command.

Due to these considerations, EPaxos has been influential: it has served as a foundation for
alternative leaderless SMR protocols [2, 25, 24], protocols for distributed transactions and
storage [6, 58, 59], and performance-evaluation studies [79]. EPaxos has also motivated the
study of theoretical frameworks for leaderless SMR, [51, 68]. More recently, it inspired a
new protocol for strongly consistent transactions in Apache Cassandra, a popular NoSQL
datastore [74]. Overall, the original SOSP’13 paper on EPaxos [55] has been cited more than
500 times. Surprisingly, despite all this impact, EPaxos remains poorly understood and is
subject to controversies. As we explain Chapter 5, this is because the protocol is complex,
ambiguously specified, and suffers from nontrivial bugs.
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2.9 CURP

Consistent Unordered Replication Protocol (CURP) [62] introduced a novel approach to
improving leader-based protocols. It incorporates fast paths into these protocols without
degrading their worst-case performance by decoupling ordering from replication. In CURP,
under favorable conditions, clients can receive replies to their commands even before they
have been ordered, as long as the commands have been replicated and no conflicting command
remains unordered.

Although CURP is a primary-backup protocol, its authors also describe a variation for
eventually synchronous systems [62, Appendix B.2]. This variation reuses a black-box leader-
driven SMR protocol to enforce the agreement on the state-machine transitions at the replicas.
In Figures 2.2 and 2.3 we use N?Paxos for this purpose. For simplicity, we omit recovery
(analogous to Paxos’s first phase) from the protocol’s description. CURPTN?Paxos slightly
differs from the logic described in the CURP paper [62], as highlighted in blue in the figures.

CURPTN?Paxos is a leader-based protocol. The non-leader replicas (followers) acknowledge
each transition proposed by the leader. The protocol uses a set of witnesses, which are co-
located with the followers and durably store each state-machine command (variable Unsynced
in Figure 2.3). If a command is conflict-free (line 21), its client receives the result via the fast
path after a single round-trip to the replicas (line 5). Otherwise, the command takes the slow
path (line 7).

CURP*N?Paxos cuts one message delay in comparison to a combination of CURP with Paxos
or Raft. This is because a replica sends an AcceptAck message to all the replicas and not
simply to the leader (line 27). Each replica can now rapidly find out when a command is
committed, and the replica closest to the client returns the response (lines 36-37). This
change is helpful in geo-distributed systems, where reducing the latency is key for performance.
Another difference with CURP [62, Appendix B.2] is the client’s logic. To address the problem
of zombie leaders, the authors of CURP propose to rely on a cached value of the term number
(or ballot) at each client. Instead, we piggyback this value on the messages addressed to the
client, which simplifies the protocol (see line 3 in Figure 2.2).

2.10 Lower Bounds

Designers of practical systems always strive to achieve the best possible performance, yet some
goals are fundamentally unattainable. Various lower bound results establish the limits that
no system can surpass. These lower bounds can specify the minimum number of processes
required, the sizes of quorums, or the number of message exchanges. For example, consensus
can be achieved in a single message delay in a synchronous system [8], under certain input
conditions [57], or with a perfect failure detector [20, 21].

In the context of SMR, Pedone and Schiper demonstrated that up to e = f < % failures can
be tolerated to execute a command in two message delays. Lamport [46] generalized this
result, showing that any SMR protocol requires n > max{2e + f + 1,2f + 1} processes. He
also proved that, in the general case, three message delays are needed. These prior works
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Figure 2.3: CURPTN2Paxos: replica p.

measure the minimal time it takes to reach a decision at all correct processes. But in practice,
each client only needs a fast decision at the single process where it submitted its request.
In Chapter 4 we define a notion of two-step consensus using this more pragmatic approach.
We generalize this notion to state-machine replication and establish the corresponding lower
bound on the number of processes: n > max{2e+ f—1,2f+1}. To the best of our knowledge,
EPaxos™*, presented in Chapter 5, is the first provably correct protocol to match this bound.
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Chapter 3

SwiftPaxos: Fast Executions with
Steady Slow Paths

As explained in Chapter 1, classical leader-based SMR protocols like Paxos provide a simple
design but incur high latency, particularly in geo-replicated deployments. To address this,
many protocols use fast paths that accelerate command execution when there is no contention
[45, 44, 82]. While these protocols improve performance under ideal conditions, their slow
paths can be worse than standard Paxos: even minimal contention forces a ballot change,
requires transferring large amounts of state, and disrupts the processing of all client commands.
As a result, in worst-case scenarios, these protocols perform worse than traditional Paxos.

In this chapter we present SwiftPaxos, an SMR protocol that reduces best-case latency
compared to Paxos, without compromising worst-case performance. SwiftPaxos executes
a command in just two message delays under low contention, and in three message delays
otherwise. To achieve this, the protocol allows replicas to vote on the order in which they
receive state-machine commands. Unlike previous protocols, SwiftPaxos lets a replica vote
twice: once for its own ordering proposal, and then to follow the leader if needed. This
mechanism avoids restarting the voting process in case of disagreements among replicas,
saving both computation time and message delays.

We first provide an overview of SwiftPaxos, and then cover it in detail. Throughout our
explanations, we highlight key protocol invariants and explain (often informally) why they
hold. A rigorous proof of correctness is presented in §3.4.

3.1 Overview

3.1.1 Ballots and Quorums

As usual for Paxos-like protocols, SwiftPaxos’s execution is divided into a sequence of ballots.
A replica can be in a single ballot at a time, tracked in a variable bal. Each ballot b has a fixed
leader replica leader(b) = P mod ny; all other participants of b are followers. If leader(b) is
suspected of failure, a follower initiates a recovery procedure, which switches to a higher ballot
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with a new leader. A variable status at a replica records whether it is operating normally
(NORMAL) or is recovering (RECOVERING).

We call a majority of replicas a quorum. Each ballot b is associated with a set of fast quorums
FO(b) and a set of slow quorums SQ(b); these are respectively used on the fast and slow
paths of SwiftPaxos. For a replica p, we write fast(p,b) and slow(p, b) if p belongs to a fast
and a slow quorum of b, respectively. We require that the leader of b belong to every fast and
slow quorum of b. Apart from this constraint, slow quorums can be any majorities of replicas.
Fast quorums must satisfy a stricter condition (as in Fast Paxos [45]), requiring that any two
fast quorums intersect in a majority:

VQ1, Q2 € FO(b). |Q1 N Qa| > N/2. (FQI)

This condition can be satisfied in different ways. In the rest of the paper we consider the
following two:

(C1) A fast quorum is any set containing > 3/4 of all replicas, including the leader.

(C2) There is a unique fast quorum consisting of a fixed majority of replicas, including the
leader.

These two quorum systems offer different optima in the trade-off defined by (FQI). On the
one hand, (C1) supports up to (N/4 — 1) follower failures without blocking the fast path.
On the other, (C2) has a better complexity, only requiring a majority of replicas to order
commands [50, 48, 55, 47], but may block the fast path when any of these replicas fails.

3.1.2 Dependencies and Key Invariants

As we noted earlier, to ensure linearizability it is enough for replicas to only agree on the
order of non-commuting commands. SwiftPaxos represents such an order by associating with
each command c the set of its dependencies — commands conflicting with ¢ that must be
executed before it. To compute this set, the replicas make their proposals and then agree on
one of them. We say that the command c is committed when the replicas agree on all its
transitive dependencies, i.e., the dependencies of ¢, the dependencies of these dependencies,
and so on. The protocol ensures:

INVARIANT 1. Any two replicas commit a command with the same set of dependencies.

A command moves through different phases as it is processed, from the initial phase (START)
to the final one, where the command is committed (coMMIT). Each replica tracks the
progress of commands in an array phase, indexed by command identifiers. The name of
the phase written in italics denotes the set of all commands in this phase, e.g., Commit
stands for {id | phase[id] = comMIT}. An array Dep maps a command identifier to its direct
dependencies: if the command’s entry in the phase array is COMMIT, then the dependencies
are committed; otherwise, they record the replica’s proposal. The Dep array defines the edges
of a dependency graph at a replica. Initially, all the entries are filled with a null value ().

A replica executes a command once it is committed and all its dependencies are executed. Since
dependencies relate only conflicting commands, replicas are thus free to execute independent
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Figure 3.1: An execution of SwiftPaxos processing commands x, y and z such that x <1z and y < z.

commands in any order. Then to satisfy the Consistency property of SMR (§2.1), the protocol

needs to ensure:
INVARIANT 2. For any two conflicting commands ¢ and ¢ committed at a replica, either ¢
belongs to the dependencies of ¢/, or the converse holds.

To illustrate, consider commands x, y and z such that x >y and y >z and their committed
dependencies are Dep[id(x)] = Dep[id(z)] = () and Dep[id(y)] = {x,z}. Then a replica can
execute x and z in any order, provided they execute before vy.

Finally, as the protocol delays executing a committed command until its dependencies are
executed, for the protocol to be live, committed dependencies should not form a cycle:

INVARIANT 3. The committed part of the dependency graph at each replica is acyclic.

3.1.3 Agreeing on Dependencies

Before describing SwiftPaxos in detail, we give its overview using the example in Figure 3.1.
Here the system consists of 5 replicas, thus tolerating 2 faults. Replicas ps; and ps host
one client each. A third client is not co-located with any of the replicas. The fast quorum
intersection requirement (FQI) is satisfied with configuration (C2), so that there is a single
fast quorum {p1,p2, ps}. To avoid clutter we omit most of the interactions with the two

replicas outside this quorum.

Propagation. A client sends a submitted command ¢ to the replicas in a Propagate(c)
message. When a replica receives ¢, it computes its proposal for ¢’s dependencies as the set of
the previously received commands that conflict with ¢ — to satisfy Invariant 2. In Figure 3.1,
proposals are depicted using —, so that {x,y} — z means that z depends on x and y.

Fast path. Each replica in a fast quorum broadcasts its proposal in a FastAck message.
Replicas wait until they receive proposals from all members of some fast quorum. If all such
proposals are the same, then there is a spontaneous agreement [45]. In this case, a replica
commits the command once its dependencies are also committed. This represents the fast
path of the protocol, which under favorable conditions allows a replica to execute a command
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within 2 message delays from the time it was submitted. For example, in Figure 3.1 replica
ps commits and executes y immediately after receiving the same proposal ) — v from all fast
quorum members. Since each replica computes its proposal from the conflicting commands it
has seen before, a command takes the fast path when there is no contention — something that
occurs frequently in application workloads [62, 55, 38].

Slow path via double voting in a fast quorum. Fast quorum replicas compute their
proposals based on the order in which they receive conflicting commands. As this depends on
the ordering generated by the network, the replicas may disagree, in which case the command
takes the slow path. To this end, each fast quorum replica that disagreed with the leader
adopts its proposal and acknowledges this by broadcasting a SlowAck message. A replica can
commit the command once it receives a set of matching FastAck and SlowAck messages from
all the members of some fast quorum and it has committed the command’s dependencies.
This may require an extra message delay in comparison to the fast path. For example, in
Figure 3.1 replicas p; and p, receive x before z, while p3 receives z before x, which results
in different proposals. Since ps disagrees with the leader p; on the dependencies of x and z,
it adopts the leader’s proposals ) — x and {x,y} — z and broadcasts SlowAcks for the two
commands. Consequently, replica p; commits and executes x and z in 3 message delays.

Note that on the slow path a fast quorum replica votes for two different proposals in the
same ballot — once for its own (FastAck) and once for the leader’s (SlowAck). Such double
voting would usually be unsafe in Paxos-like protocols. In SwiftPaxos this does not violate
Invariant 1 because the leader belongs to all fast quorums: if a fast quorum replica disagreed
with the leader, the replica knows that the command could not have been committed on the
fast path, and may safely correct its vote.

Slow path via a slow quorum. SwiftPaxos can also commit commands using a slow
quorum, just like Paxos. A slow quorum replica acts similarly to a fast quorum replica, except
that it does not make proposals of its own. Namely, when it receives a FastAck from the
leader, a slow quorum replica adopts the leader’s proposal and broadcasts a SlowAck message.
Any replica can commit the command after receiving FastAck from the leader and SlowAcks
from the followers of a slow quorum. In a wide-area network, where latencies between different
pairs of replicas vary, the slow path may be faster than the double-voting mechanism in the
fast path. Going back to Figure 3.1, assume that the latency between p, and ps is higher
than between ps and ps;. Instead of waiting for a SlowAck message for x from ps, replica py
can use the earlier SlowAck message from ps; and the FastAck from the leader py to commit
x via the slow quorum {p4, ps, p2}. Since a slow quorum can be any majority, this additional
mechanism for committing commands ensures that SwiftPaxos is at least as fast as Paxos.

Message complexity. SwiftPaxos has a quadratic message complexity, as opposed to linear
complexity of classical Paxos. However, for typical geo-replicated SMR deployments (N = 3
or N =5) [19, 12] the difference between these complexities Besides, the additional messages
issued by SwiftPaxos are light, as they only carry metadata. We compare the bandwidth
usage of SwiftPaxos and Paxos in Section 3.3.1.
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Figure 3.2: To accept the result of optimistic execution, clients wait for matching dependency
paths.

3.1.4 Ensuring Low Tail Latency

Dependencies are also used to order commands in EPaxos [55] and its follow-ups [2, 24].
However, in EPaxos dependencies may form cycles, and thus command execution cannot simply
follow their order. Instead, EPaxos waits until it forms strongly connected components of the
dependency graph and then executes these components one at a time. Since such components
can be arbitrary large, the protocol may delay command execution for an unbounded amount
of time. This phenomenon is known as convoy effect and in practice it leads to a high tail
latency [79, 28, 6].

In contrast, dependencies in SwiftPaxos remain acyclic (Invariant 3, Section 3.1.2), and
command execution can simply follow them. The only delay between committing a command
and executing it is similar to one present in Multi-Paxos, where each consensus instance
depends on the prior ones. This makes the tail latencies of SwiftPaxos and Paxos comparable,
as we empirically show in Section 3.3.2. We compute the theoretical latency of SwiftPaxos
and compare it against other protocols in Section 3.4.6.

3.1.5 Faster Responses at Non-Collocated Clients

Clients located in the same data center as a replica receive the result of a command directly
from that replica. For instance, client, in Figure 3.1 is co-located with ps and receives the
response to y immediately after ps executes y. Clients that are not co-located with a replica
need to wait for an extra message delay to hear the response. To speed up delivering responses
at such clients, SwiftPaxos optimistically executes commands at the leader (similarly to
Zookeeper [34] and CURP [62]).

In more detail, when the leader receives a command ¢ from a client that is not co-located with
a replica, it computes the result of executing ¢ and replies to the client with a Reply message.
In Figure 3.1, clients gets this message for command z. Followers send their FastAck and
SlowAck messages for ¢ not only to other replicas — as described before — but also to the client
that submitted c. The client accepts the response in Reply once it receives matching FastAck
or SlowAck messages from a fast or slow quorum. This ensures that a client always gets a
response within 2 or 3 message delays, regardless of whether it is co-located with a replica.

There is a subtlety, though: on the fast path a client cannot accept the result of optimistic
execution using only the dependency sets, because these sets contain direct dependencies of
the command but say nothing about their predecessors. Figure 3.2 illustrates this. It depicts
the dependency graphs at some point in time where (FQI) from Section 3.1.1 is satisfied with
a single quorum {po, p1, p2}, with py as the leader. In Figure 3.2, clients submit 3 commands
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[uny

function submit(c):
| send Propagate(c) to R

N

3 when received Reply(b, id, P,r) from leader(b) and FastAck(b, id, _, P) or
SlowAck(b, id) from all followers in () € FO(b), or

4 when received Reply(b, id, _,r) from leader(b) and SlowAck(b, id) from all followers
in Q € SQ(b)

response(id, )

9]

Figure 3.3: SwiftPaxos: client code.

c1, co and c3, with ¢y conflicting with both ¢; and c3. The replica pg is the only one to receive
c1, yet all three replicas agree on the ordering of ¢; and c3. Assume that py now optimistically
executes ¢y, ¢ and c3 in this order before it gets any messages from other replicas, and thus
before this ordering is durable. It will then send the result of executing c3 to the client. The
leader’s proposal for the dependency set of c3 matches the proposals of p; and py, but the
three replicas disagree on c3’s transitive dependencies. Hence, the client cannot accept the
reply from the leader: if the leader crashes, its ordering of ¢; will be lost, invalidating the
optimistic execution. Notice that this problem does not occur at replicas, as they execute
each command only after it gets committed, implying that all its transitive dependencies are
also committed, and thus durable.

To ensure that clients accept only valid results from optimistic execution, FastAck messages
contain not only the direct dependencies of the command but also the set of all the paths
leading to it in the dependency graph. If these sets match, the ordering of the command is
durable and the client may accept the result via the fast path. For a command ¢, we represent
the set of ¢’s dependency paths as a set of ordered lists, where each list starts with ¢ and
continues with its transitive dependencies arranged according to the dependency graph (see
Figure 3.2). In Section 3.2.1 we explain how dependency paths can be efficiently implemented
in practice.

In Figure 3.1 when the fast quorum replicas receive z, their FastAck replies carry not just
dependency sets, but also dependency paths: replicas p; and ps send {[z, x]; [z, y|}, while p3
sends {[z,y]}. Since these sets do not match, the result of z cannot be accepted by clients on
the fast path.

3.2 SwiftPaxos in Detail

We define the protocol logic in Figures 3.3-3.6 using a set of handlers, each of which executes
atomically once its preconditions are true (keyword pre).
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22
23
24
25
26
27
28
29

30

31
32

33
34
35
36

37
38
39

when received Propagate(c) from client ¢
pre: status = NORMAL A id(c) € Start
phase[id(c)] <~ PREACCEPT
cmd[id(c)] + ¢
if fast(p,bal) then
let D = {id | cmd[id] < ¢}
let P = pset(id(c))
Dep[id(c)] < D
paths[id(c)] «+ P
if p = leader(bal) then
pending_log < pending_log - ¢
let r = opt_exec(pending_log, state)
send Reply(bal,id(c), P,r) to ¢
send FastAck(bal,id(c), D, P) to R
else
send FastAck(bal, id(c), D, P) to R U {q}

when received FastAck(b, id, D, P) from leader(b)
pre: status = NORMAL A id € Preaccept A bal =b A\ D C Accept U Commit
phase[id] < ACCEPT
if (fast(p,b) A Dep[id] # D) V slow(p,b) then
Dep[id] + D
send SlowAck(bal, id) to R U {client(id)}
else if fast(p,b) A paths|id] # P then
send SlowAck(bal, id) to client(id)

when received FastAck(b, id, D, _) or SlowAck(b, id) from all followers in
Qs € FO(b), or SlowAck(b, id) from all followers in @, € SQ(b)
pre: status = NORMAL A id € Accept A bal = b A D = Deplid] C Commit
phase[id] - COMMIT

when there exists id € Commit \ Exec with Dep[id] C Exec
(_,state) «— exec(cmd|[id], state)
Exec <— {id} U Exec
if p = leader(bal) then remove(pending_log, id)

function pset(id):
if Deplid] = () then return {[id]}
| else return {id :: [ | 3id" € Dep|id].| € pset(id')}

Figure 3.4: SwiftPaxos: normal operation at a replica p.
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3.2.1 Normal Operation

Propagation. Upon receiving a Propagate(c) message from a client (lines 2 and 6), a
replica p saves c¢ in an array cmd and moves ¢ to the PREACCEPT phase, to record that it
is now waiting for the leader’s proposal. If the replica belongs to some fast quorum, it also
computes its proposal Dep[id(c)| for ¢’s dependencies and broadcasts it in a FastAck message
together with ¢’s dependency paths paths[id] (line 21).

If p is the leader, upon receiving a command p also executes it and sends its result in a
Reply message (lines 16-19). The command is not committed at this point. The execution is
optimistic and p does not modify its local copy of the state machine. Instead, p maintains
a list pending_log of commands that are received but not committed yet. The command is
added to the list and p determines its result using a function opt_exec (further discussed in
Section 3.2.4).

Fast path. A replica p commits a command c¢ via the fast path when it receives matching
dependency sets from a fast quorum. In this case, p first processes the FastAck message
from the leader (line 22), which advances ¢ to the ACCEPT phase (line 24). Then p processes
FastAcks from the other quorum members (line 30). Once the dependencies of ¢ are committed
(line 31), p commits ¢ as well. A client receives a response on the fast path once it gets a
Reply message from the leader and matching dependency paths from the followers of a fast
quorum (line 3).

Slow path. Upon the receipt of FastAck(b,id, D, P) from the leader, a fast quorum replica
checks whether its local value of Dep[id] is equal to D (line 25). If this is not the case, the
command takes the slow path: the replica overwrites Dep|id] with D, advances the command’s
phase to ACCEPT and notifies the other replicas and the client with a SlowAck message. A
slow quorum replica also sends the SlowAck to speed up agreement on dependencies, as
described in Section 3.1.3. To commit the command, the replica then waits until the other
fast (or slow) quorum members send either a FastAck matching the leader’s proposal or a
SlowAck (line 30).

The client acts similarly to compute the response to its command, except that it waits for
matching dependency paths instead of dependency sets (line 3). This justifies line 29: when
a fast quorum replica receives the leader’s proposal that matches its own vote but does not
match the dependency paths, it sends a SlowAck message to the client. In this way the client
learns that the replica is now in sync with the leader and can thus accept the result of the
optimistic execution.

To ensure that the replica is indeed in sync with the leader, we need the last conjunct of the
precondition at line 23. This requires the replica to handle a FastAck(_, _, D, _) message from
the leader only if it has already handled such messages from all the commands in D. This
condition is automatically satisfied when communication channels are FIFO. To illustrate its
role, imagine that in Figure 3.1 replica p3 updated the dependencies of z before those of x,
violating the precondition in line 23. Then right after ps changed Dep|z] to {x,y}, the three
replicas of the fast quorum disagree on the set of dependency paths of z: at replicas p; and ps
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40 Alive -+~ R C R 45 when leader(bal) # trusted
41 trusted < leader(0) € R 46 if p = trusted then recover()
42 when OP + Alive a7 | else send Recover(bal) to trusted

48 when received Recover(b)

49 L if p = trusted then recover()

43 Alive + OP
44 trusted <— select(Alive)

Figure 3.5: SwiftPaxos: recovery policy at a replica p.

the set is {[z,x]; [z,y]} but according to ps there is a path [z,x,z]. As seen in Section 3.1.5
accepting the result of the execution of z would be unsafe.

Command execution. A replica keeps track of commands executed on its copy of the
state machine using a variable Exec. A replica executes a command once it is committed and
all its dependencies are executed (line 33). If the replica is the leader, it then removes the
command from pending_log.

Representing dependency paths. Sending full dependency paths is not an option in
practice due to their fast-growing size. This issue is solved by trimming the paths of a
command c¢ up to the last committed or accepted transitive dependency. For example, if ¢’s
set of dependency paths is {[c,d,e]} and d is in the COMMIT or ACCEPT phase, the set is
reduced to {[c, d]}. Thanks to the preconditions at lines 23 and 31, this is safe: if a command
is committed or accepted then so is any of its transitive dependencies. When the reduced
sets match, the omitted parts match as well, as they correspond to the ordering at the leader.
Additionally, instead of the paths themselves one may send hashes of the (reduced) paths [65].
This optimization is also applied in our implementation.

Garbage collection. Standard techniques based on periodic checkpoints of the state
machine can be used to bound memory usage of the protocol [7, 34]. In our implementation,
we simply trim a command from the protocol’s state once it is executed at all replicas. In
Section 3.3.1 we discuss the memory consumption in more detail.

3.2.2 Recovery from Leader Failures

Replicas continuously monitor the progress of the protocol. When the current leader is
suspected of hindering progress, the protocol nominates a new one to take over. Figure 3.5
illustrates the protocol for this nomination. It relies on an eventually perfect failure detector,
denoted QP [11]. At each replica p, O P outputs the set of replicas that p currently believes
to be correct. ¢ P guarantees that eventually all crashed replicas are permanently detected
and no correct replica remains indefinitely suspected.

We use QP instead of €, since ideally a new ballot should be chosen in such a way that at
least one correct fast quorum remains alive — something that cannot be ensured using €2 alone.
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Processes store the output of QP in the variable Alive (line 43), which is then used to select
the trusted replica (line 44), i.e., the one that should act as leader according to p. To this
end, p invokes the function select, which deterministically chooses a replica from Alive. One
possible implementation of select returns the replica with the smallest identifier.

Each replica continually checks whether its current leader matches the trusted one (line 45).
If not, p distinguishes two cases: if it trusts itself, it initiates recovery by calling the recover
function (line 46); otherwise, it sends an Recover message to trusted (line 47), requesting
that the trusted replica impose its leadership. Upon receiving Recover(b), a replica verifies
whether it should act as leader and, if so, starts recovery (line 49).

Leadership change. When a replica p is nominated to become the new leader, it calls
recover (line 50). This function picks a new ballot b led by p and higher than any ballot p
has previously joined. Replica p then sends b in a NewLeader message to all replicas, asking
them to support its leadership. A replica acknowledges p as the new leader only if b is higher
than any ballot it has previously joined (line 54). In this case the replica changes its status
to RECOVERING, which stops normal message handling, and replies with a NewLeaderAck
message carrying the commands it knows about.

Recall that the Recover message carries the sender’s current ballot b. This helps trusted to
select a sufficiently high ballot " at line 51, ensuring that the follower accepts its leadership
at line 54. Furthermore, whenever possible, trusted selects b’ so that at least one fast quorum
associated with b’ lies entirely within Alive, i.e., 3Q € FQ(V'). Q C Alive.

Once the leadership of p is approved by a quorum @) (line 58), p’s next goal is to bring the
replicas into the same state from which they will resume processing commands.

Recovering commands. To maintain consensus on dependencies (Invariant 1), the new
leader’s state must include all commands committed in lower ballots. To ensure this, the
leader computes the initial state of b based on the states and the values of a cbal variable
reported by the replicas in their NewLeaderAck messages. This variable maintains the last
ballot at which each replica successfully completed recovery.

Similarly to Paxos [42], p focuses on the set U of replicas that reported the maximal ballot
bmax: the state of these replicas supersedes that of replicas from lower ballots. The leader
p then incorporates into its state all the commands that could have been committed up to
bmax. In lines 63-66 the leader does this for commands that could have been committed on
the slow path. Any such command would have to be accepted by a slow quorum (,, which
must intersect with the recovery quorum () in at least one process. Hence, for each command
¢ in the ACCEPT or COMMIT phase at a replica ¢ € U, the leader incorporates ¢ and its
dependencies as reported by ¢ into its state. In lines 68-71 the leader collects all commands
that could have been committed up to by, on the fast path. Any such command would have
to be preaccepted with the same dependencies by a fast quorum ();. Hence, p adds to its state
all commands ¢ such that @ N Q; C U and all replicas in @) N Qs report the same dependency
set D for ¢. This condition is similar to Fast Paxos [45]; we later explain the rationale for
the second term of the union at line 71 and how we ensure that we don’t create cycles in the
dependency graph. Note that the condition at line 68 defines D uniquely: there may not
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50 function recover():
51 let b > bal such that leader(b) = p
52 send NewLeader(b) to all

53 when received NewLeader(b) from ¢

54 pre: b > bal

55 status <— RECOVERING

56 bal < b

57 send NewLeaderAck(b, cbal, phase,cmd, Dep) to ¢

58 when received NewLeaderAck(b, cbaly, phase,, cmd,, dep,) from all ¢ € Q
59 | pre: status = RECOVERING A bal = b A |Q| > n/2

60 reset phase, cmd and Dep

61 let byax = max{cbal, | ¢ € Q}

62 | let U={qe€ Q]| cbaly = bmax}

63 | forall id such that 3q € U. phase,[id] € {ACCEPT, cOMMIT} do

64 phase[id] < phase,|id]

65 cmd[id] < cmd,[id]

66 Deplid] « dep,,[id]

67 forall id ¢ Accept U Commit do

68 if 3D # 1.3Q; € FQ(bmax). QN Qy CU AVq € QNQy. dep,[id] = D then
69 phase[id| - ACCEPT

70 cmd[id] <— cmd,[id]

71 Dep[id] < D U {id" | cmd[id'] > cmd[id] A id ¢ Dep[id']}
72 | forall (id,id") such that id € Start N Dep|id] do

73 Dep|id] < Deplid] \ {id'}

74 arbitrarily break cycles in Dep

75 | send Sync(b, phase, cmd, Dep) to R

76 when received Sync(b, phase, cmd, dep)

77 pre: b > bal

78 status <~ NORMAL; bal <— b; cbal < b

79 phase < phase; cmd < c¢md; Dep < dep
80 clear(pending_log)

81 if slow(p,b) then

82 forall id in an order consistent with Dep do
83 if p = leader(b) A id ¢ Exec then

84 pending_log <— pending_log - cmd|id|

85 else if id € Accept then

86 send SlowAck(b, id) to R

Figure 3.6: SwiftPaxos: recovery at a replica p.
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Figure 3.7: Avoiding dependency cycles during recovery.

be two different fast quorums @y and @’ whose members in @ report different dependency
sets. This is because (FQI) implies (Q N Qf) N (Q N Q%) = QN QN Q) # (. But then the
dependencies reported for the command ¢ by @ N Q) and @ N Q’f cannot be distinct, since
they were reported by some replica belonging to both sets.

Thanks to the conditions at lines 63 and 68, all commands committed at earlier ballots
are included into the new state. Next, the leader removes from the dependency graph all
commands that do not satisfy those conditions (lines 72-73). To see that the loop at line 72
does not violate safety properties, note that for a pair of commands ¢ and ¢ whose identifiers
id and id’ satisfy the condition at line 72, neither command can be committed at a previous
ballot: ¢’ is not committed because it does not satisfy any of the two conditions at line 63
and line 68; ¢ is not committed because it depends on an uncommitted command ¢’. Thus, it
is safe to completely remove ¢’ from the state and update the dependencies of c.

After the above computation, the leader breaks cycles in the dependency graph; we explain
this step shortly. The leader then broadcasts a Sync message, defining the state from which
the new ballot starts. When another replica receives this message (line 76), it overwrites its
state with the one provided, changes its status to NORMAL, and clears the log of pending
commands. If the replica belongs to a slow quorum, it broadcasts a SlowAck message for
each uncommitted command (line 86), to ensure that such commands are committed in the
new ballot. Finally, if the replica is the new leader, it adds all unexecuted commands to
pending_log in an order consistent with the dependencies (line 82).

Recovery can be easily optimized so that Sync messages only transfer the parts each replica
is missing (although our prototype implementation omits this optimization).

Preserving the invariants. During the normal protocol operation, both on the fast and
slow paths replicas commit commands with the dependencies proposed by the leader. Then,
due to the way the leader computes its proposals, committed conflicting commands cannot
be independent, and the dependencies of committed commands cannot form a cycle, as
respectively required by Invariants 2 and 3. However, preserving these invariants during
recovery requires care.

First, during recovery the new leader can introduce a cycle when it merges replica states.
To see how this can happen, consider the example illustrated in Figure 3.7. The system
consists of five replicas and recovers from @, = {po, p1,p2} after the failure of the remaining
replicas F' = {ps, p4}. Assume that on recovery all replicas in @), report the same cbal = b
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and the orderings shown in Figure 3.7a. Assume also that the leader of b is ps, and that
this ballot is associated with three fast quorums @y, Q1 and Q)¢3, defined in the figure. On
recovery the replicas in @, N Qgo, @ N Q1 and Q. N Q2 agree on the orders c; — c3 — ¢4,
¢y — ¢5 — ¢g and ¢g — ¢ — cg, respectively (Figure 3.7b). According to line 68, the new
leader has to incorporate all of them into its state. But when these orderings are combined,
they yield a cycle over commands ¢y, . .., c5. To preserve Invariant 3 in such cases, the leader
arbitrarily breaks cycles by inverting relations between any two commands in them (line
74). For example, the cycle in Figure 3.7 can be broken by removing cs from Dep[id(cy)]
and adding ¢y to Dep[id(cs)] (Figure 3.7c). Note that this computation does not violate
Invariant 1 because it changes only those dependencies that could not have been committed
in previous ballots. Namely, if some command on the cycle is committed, then so are all its
predecessors, i.e., all commands on the cycle (by line 31); but this is impossible by Invariant 3.
We refer to Section 3.4 for a detailed proof.

When computing the new state during recovery, the new leader can also end up with two
conflicting commands none of which is a dependency of the other. To see how this can happen,
imagine that in Figure 3.1 recovery occurs right after the moment p3 received FastAck(b, x, (), )
from the leader. At this moment the replica has x in the ACCEPT phase with an empty set of
dependencies, and z in the PREACCEPT phase, with y as its only dependency. Incorporating
both commands into the new state with the dependencies reported by ps would violate
Invariant 2, because neither of the conflicting commands x and z is a dependency of the other.
To avoid such situations, the new leader updates dependency sets of the commands that are
not in the ACCEPT or COMMIT phase at some replica of the recovery quorum (line 71). The
leader adds to the dependencies of ¢ all conflicting commands, excluding those that already
depend on ¢. In the above example, the leader includes x in the dependency set of z (line 71),
which is safe because z is not committed at previous ballots. In Section 3.4 we prove that
this computation is also safe in general.

3.2.3 Recovery from Client and Follower Failures

Before voting on a command, a replica must know its payload (lines 6 and 23), which may
not be available locally if the client has failed. To deal with this, if the replica receives an
acknowledgment from the leader regarding this command, after some time it tries to fetch
the payload from the leader. Additionally, followers re-propose commands if they are not
committed after some timeout. This helps when the payload is available at followers but
missing at the leader.

Follower failures do not impact the availability of SwiftPaxos. But the failure of a follower
within the fast quorum can disable the fast path of the protocol and degrade its performance.
SwiftPaxos can deal with this using the same procedure as for leader failures, changing the
ballot to one with a different fast quorum.

3.2.4 Optimistic Execution

The execution performed by the leader to compute the result of a command (line 17 in
Figure 3.4) is optimistic: at the time the leader invokes opt_exec, the command has not
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yet been accepted by the followers. However, the followers will always accept the command
unless one of them suspects the leader of failure, which happens rarely. Hence, the work done
during the optimistic execution is rarely lost.

The optimistic execution in SwiftPaxos can be implemented using existing mechanisms [78,
41, 37, 62]. For example, the command’s response can be computed by reading the local
copy while taking into account prior uncommitted commands in pending_log, and its side
effects can be buffered until commit. Such a mechanism is already at work in industrial-grade
systems, such as Zookeeper [34].

SwiftPaxos can also be optimized by speculatively executing read-only commands not at
the leader, but at any fast quorum replica. A client receives a reply from this replica and,
as before, accepts it on the fast path when other fast quorum members report matching
dependency paths. This optimization distributes the load across replicas, preventing the
leader from saturating. We assess its benefits in Section 3.3.6.

3.3 Evaluation

Our evaluation compares SwiftPaxos against several other protocols, as detailed next. All
protocols are written in Go, building on the codebase of EPaxos [55]. The source code is
publicly available [69].

e Paxos [42]: Commands get ordered and disseminated by the leader replica, which is also
in charge of replying to clients.

e N?Paxos (§2.3.2): A variation of Paxos that broadcasts 2b messages (corresponding to
our SlowAcks) to all replicas. A client receives the response from the site closest to it. This
cuts one message delay for clients close to a replica, allowing them to learn a response in 3
message delays instead of 4.

e FastPaxos™ [45]:  Clients send their requests directly to all replicas, and a command is
committed if enough replicas agree on its ordering. When replicas disagree, the protocol
starts a new ballot of N*Paxos. We implement uncoordinated collision recovery [45] (hence
the +), which reduces commit latency in exchange for a fixed collision-recovery quorum. In
this version replicas locally compute a proposal for the next ballot, bypassing the coordinator
and saving one round trip.

e GPaxos [44]:  Generalized Paxos improves Fast Paxos by increasing fast path rate using
the commutativity of commands. However, it needs heavy metadata that requires frequent
checkpointing [76, 29].

e CURPT (§2.9): CURP [62] boosts leader-based SMR protocols by separating ordering
from durability. Each command is optimistically executed at the leader while being stored at
> 3/4 of replicas (“witnesses”). If there is no conflict, the result of the optimistic execution
at the leader is usable right away, without waiting for the command to commit. CURP is a
primary-backup replication protocol, i.e., it uses only f + 1 replicas but requires accurate
failure detection. We use its variant for 2f 41 replicas [62, Appendix B.2] based on N?Paxos,
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Mumbai| Tokyo | Paris |California|Cape Town|Hong Kong|Sydney|Canada|lreland| Brazil |Virginia| Ohio
Tokyo | 128 ms
Paris 108 ms |217 ms

California | 231 ms |110 ms|143 ms

Cape Town| 164 ms [359 ms|152 ms| 292 ms

Hong Kong| 91 ms |54 ms |201 ms| 156 ms 254 ms

Sydney | 152 ms |111 ms|281 ms| 140 ms 414 ms 130 ms
Canada | 191 ms |146 ms| 86 ms | 81 ms 228 ms 192 ms (200 ms
Ireland | 125 ms |203 ms| 20 ms | 130 ms 163 ms 216 ms |258 ms| 72 ms
Brazil 301 ms |259 ms|197 ms| 175 ms 344 ms 304 ms |314 ms|127 ms|180 ms
Virginia | 190 ms {147 ms| 84 ms | 64 ms 232 ms 193 ms |201 ms| 17 ms | 71 ms [116 ms

Ohio 201 ms |136 ms| 93 ms | 55 ms 242 ms 180 ms |191 ms| 27 ms | 81 ms [125 ms| 18 ms
Oregon | 221 ms |99 ms 135 ms| 24 ms 277 ms 146 ms (142 ms| 61 ms |121 ms|176 ms| 65 ms |54 ms

Figure 3.8: Latency table of AWS regions.

Replicas
Mumbai ‘ Tokyo ‘ Paris ‘ California ‘ Cape Town

Clients
Hong Kong ‘ Tokyo ‘ Sydney ‘ Ireland ‘ Canada ‘ Brazil ‘ Virginia ‘ Ohio ‘ California ‘ Oregon

Figure 3.9: AWS regions used for replicas and clients.

to reduce latency (hence the +). See Section 2.9 for the details.

e EPaxos [55]: A leaderless protocol where clients connect to the closest replica, which
coordinates access to the replicated service. In the conflict-free case, clients co-located with
a replica know the response after 2 message delays. Far-away clients need an extra round
trip to receive it. We deploy EPaxos in thrifty mode, which reduces the overall number of
sent messages and the size of fast quorums.

e Mencius [52]:  Mencius rotates the role of the consensus leader among the replicas. This
spreads the load, but makes the system run at the speed of the slowest replica.

We use two benchmarks: a no-op service and a key-value store with an API following the
one of YCSB [18]. The data model is a set of records that are accessed using the commands
insert, get, and update. Each record is stored under some key. Two commands conflict
when they access the same record and one of them is a write. The no-op service executes
commands accessing a random key and carrying a default payload of 1 KB (the standard
YCSB payload size). Two commands conflict when they are on the same key. Following
standard practice [55], to measure performance under a conflict rate p a client chooses key 0
with a probability p, and some unique key otherwise.

We deploy the services on Amazon EC2 over 5 replicas in different geographical regions,
so that the system tolerates both a failure and a planned outage due to maintenance — a
common deployment configuration [19]. Clients are spread over 10 regions all around the
world, 2 of which also host replicas. Hence, our experiments use 13 EC2 regions in total
(see Figures 3.8-3.9 for more details). Both clients and replicas execute in virtual machines
running Amazon Linux 2 with 16 vCPUs and 32 GB of main memory. Unless stated otherwise,
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Figure 3.10: (a) Speedup over Paxos when varying the conflict rate and (b) latency distribution
under 2% conflicts. From top to bottom, we report the average (mean), best, and worst sites for
SwiftPaxos.

clients execute commands in a closed loop, waiting for the previous command to return before
submitting a new one. Leader-based protocols execute with the leader placed at the site
that minimizes the average (mean) latency across all clients. By default, our experiments
use configuration (C2) to satisfy (FQI) for both SwiftPaxos and FastPaxos™, as it is slightly
more favorable than (C1). We investigate the trade-offs between the two configurations in
Section 3.3.5.

3.3.1 Impact of the Conflict Rate

Our first experiment varies the conflict rate from 0 to 100% in 10% increments. Each site
hosts 100 clients (1000 clients in total). Figure 3.10(a) presents the speedup relative to Paxos.
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The latency experienced by clients under each protocol depends on where they are relative
to the replicas. The top row of Figure 3.10(a) reports the average (mean) latency across all
sites. The middle row reports the speedup observed at the best site for SwiftPaxos, and the
bottom row reports the worst.

The latencies of Paxos, N?Paxos, and FastPaxost are independent of the conflict rate. On
average the improvement of N?Paxos over Paxos is slightly below 1.05x: from 239 ms to
229 ms. This is due to clients co-located with replicas, which benefit from the broadcast of 2b
messages. FastPaxos™ has an almost null fast path ratio because it is rare that the replicas
receive two concurrent commands (conflicting or not) in the same order. Its slow path follows
the message flow of N2Paxos with one difference: to take the slow path, a replica must first
detect a collision (with a majority of 2b messages). This explains why FastPaxos™ is slower
than N?Paxos: 300 ms against 229 ms. For this reason, the average latency of FastPaxos® is
omitted from Figure 3.10(a). The same happens with Mencius, which displays a latency of
360 ms on average.

The average latency of SwiftPaxos is between 170 ms and 201 ms. With a 0% conflict rate
this is 1.4x faster than Paxos. Each 10% increase in the conflict rate yields a 1-3% increase in
latency. With 100% of conflicts, the speedup is 1.19x. At 7 out of 10 client sites SwiftPaxos
is more than 20% faster than Paxos, achieving more than 40% improvement at 3 of them.

At a low conflict rate, EPaxos and GPaxos are faster than Paxos, yet both see their performance
decrease abruptly as conflicts increase. This is mainly explained by the drop in the fast path
ratio. Another reason is that at 8 out of 10 client sites there is no service replica. These
clients need an extra round-trip to get a reply. In EPaxos, performance also deteriorates due
to the convoy effect in command execution (Section 3.1.4). Thanks to its optimistic execution
mechanism, CURP™ is the second best protocol, with a 1.18x speedup on average. Similarly
to other protocols, its performance decreases with conflicts.

SwiftPaxos is faster than other protocols at all sites except one (last row in 3.10(a)): this site
is too far away from the fast quorum to leverage it. The improvement over CURP™ comes
from a better fast path condition and smaller fast path quorums.

3.3.2 Tail Latency

Figure 3.10(b) reports the cumulative distribution function (CDF) of the latency at clients
with 2% of conflicts. As before, we run 100 clients per site. EPaxos has a suboptimal tail
latency distribution due to a convoy effect in its execution mechanism (Section 3.1.4). GPaxos
has similar issues because it requires complex data structures and needs to regularly start new
ballots to minimize metadata. Other leader-based protocols do not suffer from tail latency
issues.

3.3.3 Metadata Usage

The leader in Paxos sends the payload of each command to the quorum of replicas. This is
not the case with SwiftPaxos, because the protocol uses command identifiers for ordering.
As a consequence, SwiftPaxos can be cheaper than Paxos when contention is rare. With
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0% conflicts, metadata in SwiftPaxos consumes 2.83 GB in the experiment of Figure 3.10(a).
This is 1.16x better than Paxos (3.27 GB). The protocol message complexity increases with
more conflicts. In Figure 3.10(a) with 100% conflicts data consumption is 3.36 GB, around
3% more than Paxos. At a replica, the dependency graph grows over time, but shrinks due
to garbage collection (see Section 3.2.1). In Figure 3.10(a), the average size of a command’s
dependency set is only 24 B. On average, the dependency graph at a replica is about 8% of
the protocol’s memory usage.

3.3.4 Scalability

To evaluate the scalability of SwiftPaxos, we run an experiment that progressively brings it
to saturation. The results are reported in Figure 3.11. The total number of clients increases
from 100 to 5000, and the payload of each command is set to 3 KB (this payload size is chosen
so as to saturate the system with a reasonable number of client machines).

During this experiment, Paxos and N?Paxos display similar behavior. The two protocols
saturate when 2500 clients are deployed across the 10 sites. This is due to the fact that the
leader is in charge of broadcasting the commands to the replicas. In the absence of conflicts,
the throughput of EPaxos is around 24% higher than that of Paxos (7.8K ops/s against
6.3K ops/s) at almost the same average latency (/260 ms). When we further increase the
system load, responsiveness is affected. Saturation occurs at 400 clients per site, where the
system delivers 12K ops/s at an average latency of 424 ms.

In contrast to Paxos, leader-based algorithms with fast paths (CURP™ and SwiftPaxos) do
not funnel commands through the leader. Instead, each client is responsible for sending its
commands to the replicas. This increases the throughput of the protocol by (at least) 30% on
average.

3.3.5 Performance under Asynchrony

Figure 3.12 compares how SwiftPaxos, EPaxos, and Paxos behave under asynchrony. We run
this experiment for both configurations (C1) and (C2) with 100 clients per site. For (C2) the
fast quorum of SwiftPaxos and the lowest-latency quorum of Paxos are the same. For both
configurations after 20 s, the latency at one site increases by 200 ms, and it drops back to
normal after another 20 s (interval (a)). Then the leader fails (event (b)).

Before and after the first slowdown, SwiftPaxos performs slightly better in configuration (C2),
confirming that a single majority fast quorum is beneficial in our configuration. However,
during the slowdown the throughput of (C2) decreases by 27%, whereas it decreases only by
12% for (C1). The degradation is smoother in the latter case because (C1) allows multiple
fast quorums, and thus makes the fast path more robust. In Figure 3.12, SwiftPaxos always
outperforms Paxos. This is because, in the worst case, the protocol can commit a command
using a slow quorum (see Section 3.1.3). Upon event (b), the two algorithms recover at similar
speeds. The gap is the largest with configuration (C2) where SwiftPaxos and Paxos take
respectively 7 s and 6 s. EPaxos is the most stable protocol because it is leaderless: during
the two experiments, its throughput never drops by more than 20%.

32



Chapter 3. SwiftPaxos: Fast Executions with Steady Slow Paths

SwiftPaxos (2%) Paxos & Mencius —
CURP* 2%) —+ EPaxos (2%) -4 N2Paxos &
600
500
@ 400 f
E
2 300 F
= =
2 — —o— t t
& 200 & d
100
O L L L L
0 5 10 15 20
throughput (Kcmd/sec)

Figure 3.11: Saturation points for 5 replicas when the total number of clients increases from 100
up to 5000.

3.3.6 Applications

We now evaluate the protocols under two representative application scenarios. In a first
scenario, we consider applications that are pipelining state-machine commands. Such a
pattern occurs in log replication as well as in pub/sub architectures. In the second scenario,
we run the Yahoo! Cloud Serving Benchmark (YCSB) [18].

Pipelining (Figure 3.13). In this synthetic benchmark clients pipeline commands to
the protocol. This pattern is common in distributed applications, for instance in pub/sub
systems such as Apache Kafka [39]: in this case all the messages published by the producer
are appended to a log before being read by the consumers. A similar pattern is used when
updating an object o accessible through a reference r [34]. The client creates a new version o’
of o via asynchronous changes, and then atomically updates r to store the address of o'

In this experiment, we deploy a client at every datacenter. Each client pipelines commands
accessing the same key. Each command carries a payload of 4 KB. The window parameter
determines the maximum number of in-flight commands.

Even though commands are received in the same order at the replicas, CURP* never takes
the fast path. This is because witnesses in CURP™ cannot process more than one conflicting
command at a time. Conversely, because the run is contention-free, replicas in EPaxos
and SwiftPaxos compute the same dependencies, enabling the fast path. On average, both
protocols improve over CURP™ by 24% and 49%, respectively.

YCSB (Figure 3.14). This benchmark consists of workloads with zipfian-like access
patterns: workload A is update-heavy (20% update, 80% get), B is read-heavy (95% get,
5% update) and C is read-only. Workload D contains repeated reads (95% of the calls) mixed
with insertions of new records. The key-value store service holds 10° records. A record has 10
fields of 800 B each (8 KB in total). We run 4000 YCSB clients scattered around the world,
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Figure 3.12: An execution for configurations (C1) and (C2) where (a) a replica slows down and
(b) the leader fails.
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Figure 3.13: Throughput under a pipelined workload with different window sizes.

400 per site.

In Figure 3.14, SwiftPaxosp indicates that read requests are optimistically executed at the
closest fast quorum replica, and thus not necessarily at the leader (Section 3.2.4). Paxos is
not evaluated because, as shown in Figures 3.10 and 3.11, EPaxos performs better than Paxos
under low conflict rates. This is the case in YCSB, as the benchmark is read-dominated.

EPaxos is most efficient with the read-only workload (C). In this case, all commands execute
after a single round trip to the closest quorum, and only the replica that submitted a command
executes it. In Workload C, the performance of CURP* and SwiftPaxos without optimized
reads is limited, as only the leader responds to clients. When reads are optimistically executed
at any fast quorum replica, SwiftPaxosp improves over the base version of the protocol, from
17K ops/s to 19K ops/s. In Workload D, the protocols behave similarly to Workload C, as
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Figure 3.14: Throughput under different YCSB workloads.

there are also no conflicts (either new items are inserted or old ones are read).

Workloads A and B contain respectively 20% and 5% of writes. The access distribution is
zipfian, with 20% of chance to access the 12 most popular records. In Workload B, CURP*
and SwiftPaxos are around 1.8x faster than EPaxos. This difference is due to the high ratio of
slow paths and the convoy effect: 5% of the slowest commands take 470 ms to execute. This
performance gap further increases with workload A, where CURP* and SwiftPaxos provide
respectively 2.2x and 2.9x improvement over EPaxos.

3.4 Proof of Correctness

In this section we prove Invariants 1-3 (defined in §3.1.2) together with additional low-level
invariants listed in Figure 3.15. We then show how these invariants imply that SwiftPaxos
satisfies the SMR protocol specification (§2.1).

DEFINITION 1 (PREDICATE acc). We say that a command ¢ with an identifier id is accepted
with dependency paths P at a ballot b — and we write acc(b, id,c, P) — if at b there is a fast or
slow quorum such that each replica of this quorum acknowledges P as the dependency paths
of ¢ with FastAck or SlowAck messages.

In the following we say that a replica sends Ack(b, id, D, P) if it sends FastAck(b, id, D, P) or
SlowAck(b, id) and by that time it has Deplid] = D and pset(id) = P.

We write Qacce(b, id, c, P) to denote that at some point of protocol execution acc(b, id, ¢, P)
holds.

DEFINITION 2 (PREDICATE [ds). We say that id appears in a set of dependency paths P
(or simply id in P) if there exists at least one path in P that contains id. We define Ids(P)
as the set of all id in P.

DEFINITION 3 (PREDICATE Dep). For a set of dependency paths P and id € Ids(P), we
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4. If at a replica cmd[id] = ¢ # L then id(c) = id and Propagate(c) is a sent message.
5. At a replica, whenever a command c is in the START phase, it does not belong to the
dependencies of any command.
6. When a replica p sends an Ack message, cbal = bal at p.
7. At a ballot b
o if leader(b) sends Ack(b, id, D, _) and Ack(b, id, D', _) then D = D',
o if leader(b) sends Ack(b, id, D, _) and Sync(b, _, _, dep) then dep|id] = D;
o if leader(b) sends Sync(b, phase, cmd, dep) and Sync(b, phase’, cmd’, dep’) then
phase = phase’, cmd = cmd’ and dep = dep’.
8. If a replica sends an Ack message at a ballot b and a NewLeaderAck(V', _, _, _, ) message
with & > b then it sends Ack before sending NewLeaderAck.
9. If the leader of a ballot b sends Ack(b, _, _, P) after sending Ack(b, id, D, _) for id € Ids(P)
then D = Dep(id, P).

10. If a replica has cbal = b, Deplid] = D and id € Accept U Commit then there is a moment
when leader(b) has cbal = b and status = NORMAL, and after which whenever it has
cbal = b and status = NORMAL it also has Dep|id] = D.

11. If Qace(b, id, ¢, P) and Qace(b, id, ¢, P') hold then ¢ = ¢ and Dep(id, P) = Dep(id, P’).

12. If Qace(b, _, _, P) then for all id € Ids(P), whenever a replicas has cbal = b and
id € Accept U Commit, it also has Dep[id] = Dep(id, P).

13. Whenever at a replica a command c¢ is in the ACCEPT or the COMMIT phase, any
transitive dependency of ¢ is in the ACCEPT or the COMMIT phase as well.

14. If Qace(b, _, _, P) holds then for all id € Ids(P) whenever at a replica we have cbal > b,
we also have Dep[id] = Dep(id, P) and id € Accept U Commit.

Figure 3.15: Additional invariants of SwiftPaxos.

define Dep(id, P) as the dependency set of id inferred from P.

Note that by definitions of acc and dependency paths, if Qacc(b, idy, c, P) holds for some
quorum ) then at the moment when a replica ¢ € @ sends Ack(b, idy, _, P) message it has
Dep[id] = Dep(id, P) for all id € Ids(P).

Invariants 4-10 easily follow from the structure of the protocol. We now prove the rest of the
invariants.

Proof of Invariant 11. Each time a command c is accepted at a ballot the leader of this ballot
must acknowledge c’s dependencies either with an Ack or a Sync message. By Invariant 7 the
leader cannot acknowledge two distinct dependency sets for the same command at a single
ballot. O]

Proof of Invariant 12. Assume Qace(b, idy, _, P) and let id be any identifier in Ids(P). Take
a replica p with cbal = b and id € Accept U Commit. Two cases are possible: either p receives
Ack(b,id, D, _) from leader(b), or it receives Sync carrying id in the ACCEPT or COMMIT
phase.
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First assume that p receives Ack(b, id, D, _) from the leader of b. Since Qacc(b, idy, _, P) holds,
the leader also sends Ack(b, idy, _, P). Then by Invariant 9, we have D = Dep(id, P). Hence,
when p receives Ack(b, id, D, _) from leader(b) it sets Dep[id] to D = Dep(id, P) and after
that — according to Invariant 7 — Dep[id] remains unchanged at b, as required.

Suppose now, that p receives Sync carrying id in the ACCEPT or COMMIT phase with the
dependency set D. Then any replica with cbal = b receives that message, sets Dep[id] to D
and by Invariant 7 never changes it at b. When leader(b) sends Ack(b, idy, _, P) message it
has Deplid] = Dep(id, P) = D, as required. ]

Proof of Invariant 13. We prove the invariant by induction on the length of the protocol
execution. Initially at any replica each command is in the START phase and hence, the
invariant is satisfied. We now consider transitions at lines 22, 30, and 58, as they are the only
transitions affecting the validity of the invariant in a nontrivial way.

e Transition at line 22. According to line 23 after the execution of the handler at line 22
for a command ¢, any dependency of ¢ is in the ACCEPT or COMMIT phase and hence, by
induction hypothesis any transitive dependency of ¢ satisfies the invariant.

e Transition at line 30. The handler simply moves an ACCEPTed command to the COMMIT
phase, which allows us to conclude with the induction hypothesis.

e Transition at line 58. By the structure of the protocol after a replica p executes this handler
all the commands are in the START, ACCEPT or COMMIT phase at p. From Invariant 5
the commands that are in the START phase do not belong to the dependency set of any
command, hence our property.

]

Proof of Invariant 3. By the induction on the length of the protocol execution: at the
beginning of the execution Dep is empty at each replica, which makes the dependency graphs
acyclic; for the induction step we consider transitions at lines 6, 22, and 58 — the only
transitions affecting the validity of the invariant in a nontrivial way.

e Transition at line 6. In order to introduce a cycle upon receipt of a Propagate(c) message
at a replica p, id(c) must belong to the dependencies of some other command before the
transition is triggered. However, according to the precondition at line 7 at this moment ¢
is in the START phase and, thus, from Invariant 5 no command depends on it, as required.

e Transition at line 22. We prove this case by contradiction. Assume that right after a
replica p executed the handler at line 22 for a command ¢, some command transitively
depends on itself at p. According to Invariants 10 and 13, and the precondition at line 23,
all commands of this cycle are in sync with the leader at the time when the leader sends
Ack for c¢. However, by induction hypothesis, by that time the dependency graph at the
leader is acyclic, which yields a contradiction.

e Transition at line 58. According to line 74, after a replica executes the handler at line 58
its dependency graph is acyclic, as required.

]
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The proof of Invariant 2 relies on the following proposition:

PROPOSITION 1. Whenever at a replica p we have id ¢ p.Dep[id'] and id" ¢ p.Dep[id] for two
identifiers id and id' of two conflicting commands:

1. p is not the leader of its ballot (i.e., p # leader(p.cbal));

2. at p one of two identifiers is in the PREACCEPT phase while the other is in the ACCEPT
or the COMMIT phase.

Proof. We prove the proposition by induction on the length of the protocol execution. The
property holds at the beginning of the execution because no commands are recorded at any
of replicas. For the induction step we consider transitions at lines 6, 22, and 58, as they are
the only transitions affecting the validity of the proposition in a nontrivial way.

e Transition at line 6. Consider a moment when a replica p receives a Propagate(c’) message
and take any command c¢ that conflicts with ¢’ and which is already recorded in p.cmd.
According to line 11, after the execution of handler at line 6 we have id(c) € p.Dep[id(c)].

e Transition at line 22. Assume that p receives a FastAck(b, id, D, _) message for a command
¢ from the leader. Take any command conflicting with ¢ with an identifier id’ that is
already recorded at p at the moment of the execution of transition. Let D’ be p.Deplid'] at
this moment.

If p is the leader of b then it receives its own proposal, and thus the handler is not
affecting Dep at p. By induction hypothesis, before executing this transition process p has
id € p.Deplid’] or id" € p.Dep|id], as required.

Suppose that p # leader(b). If by the moment p executes line 22 it has phase[id’] =
PREACCEPT then the transition does not affect the validity of the proposition because
in this case p moves id to the ACCEPT phase without changing phase[id']. Thus, p
has phase[id] = ACCEPT and phase[id’| = PREACCEPT after executing the transition, as
required. If phase[id'] € {ACCEPT, COMMIT} then after the execution of the transition both
identifiers are in the ACCEPT or the COMMIT phase. Therefore, from Invariant 10 there is
a moment when leader(b) has Dep|id] = D and Dep|id'] = D’. By induction hypothesis at
this moment leader(b) has id € Dep[id'] or id" € Dep[id], as required.

e Transition at line 58. Let id and id’ be two identifiers of conflicting commands such that
process p has Deplid] = D # 1 and Deplid'| = D’ # L after executing transition at line
58. By the structure of the algorithm id € Accept U Commit and id" € Accept U Commiit
(lines 64 and 69). We prove that either id € Dep[id'] or id" € Dep|id]. We know that both
identifiers satisfy condition at line 63 or condition at line 68. If both identifiers satisfy
condition at line 63 then at some point leader(byax) has Dep[id] = D and Deplid'] = D’
(Invariant 10). By induction hypothesis by this moment either id € D' or id" € D, as
required. Assume now that at least one command satisfies condition at line 68. According
to line 71 either id € Deplid’] or id' € Deplid].

]

Proof of Invariant 2. Whenever two conflicting commands are committed at a replica p both
of them are in the COMMIT phase, which by Proposition 1 means that one of the two is a
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dependency of the other. O

PROPOSITION 2. If Qacc(b, _, _, P) then whenever there is a quorum @ such that each replica
q € Q sends the NewLeaderAck(V, cbaly, phase,, _, dep,) message with b’ > b and cbal, < b,
the following property holds for any id € Ids(P):

There is a quorum Q' € FQ(b) USQ(b) such that for any replica ¢ € Q N Q" we have
dep,[id] = Dep(id, P), cbal; = b and if Q" € SQ(b) then Vg € Q N Q'. phase,[id] €
{ACCEPT, COMMIT}.

Proof. Assume Qace(b, idy, _, P) and let () be a quorum such that each replica ¢ € ) sends a
NewLeaderAck(V', cbaly, phase,, _, dep,) message with b > b and cbal, < b. Let id € Ids(P).
Since Qacc(b, idy, _, P), there exists a quorum @' € FO(b) U SQ(b) such that each replica
in Q" sends Ack(b, idy, _, P) message, and by that time it has Dep[id] = Dep(id, P). After
sending Acks, replicas in @' can change Dep[id] at b only if they receive an Ack message from
leader(b) with a proposal different from D. However, according to Invariant 7, once leader(b)
has voted for D it never sends a new proposal at b. Thus, after sending Ack, replicas in @)’
never change Dep[id] at b. Moreover, from Invariant 8 we know that at the moment a replica
in (' sends a NewLeaderAck message it has cbal > b and since we assume that for all ¢ € Q
we have cbal, < b we also have Vg € Q N ', cbal, = b. Hence, when a replica ¢ € QN Q'
sends the NewLeaderAck message, it has dep,[id] = Dep(id, P), as required. If now we assume
that Q" € SQ(b) then all replicas in Q" send SlowAck(b, id) messages, implying that for all
q € QNQ', phase,[id] € {ACCEPT, COMMIT} (lines 24 and 85). O

Proof of Invariant 14. We prove the invariant by induction on the value of cbal. Assume
Qace(b, idy, _, P) and consider a ballot & > b such that

For all id € Ids(P), whenever a replica has b < cbal < V', it also has (H)
Dep[id] = Dep(id, P) and id € Accept U Commit.

We prove by induction on the length of the protocol execution that

For all id € Ids(P), whenever a replica has cbal = V', it also has Dep[id] =

Dep(id, P) and id € Accept U Commit. (3.1)

At the beginning of the execution at each replica we have cbal = 0 < b < ¥/, hence (3.1)
trivially holds. For the induction step, only handler at line 58 affects validity of the invariant
in a nontrivial way. Let p be a replica that receives a NewLeaderAck(V', cbaly, phase,, _, dep,)
message from each g € Q. Let by = max{cbal, | ¢ € Q} and U = {q € Q | cbal, = bmax }-
We prove that after executing transition at line 58, p has Dep[id] = Dep(id, P) and id €
Accept U Commit for all id € Ids(P).

We first note that b,., > b. Indeed, from Invariant 8 replicas in () that have voted for
Dep(id, P) at b send an Ack message before NewLeaderAck, hence b,y > b.

As the first step, we prove that after executing transition at line 58 up to line 71, p has
Dep[id] = Dep(id, P) and id € Accept U Commit for any id € Ids(P). We then prove that
after executing lines 72-74 the dependency sets of all identifiers in Ids(P) remain unchanged.

39



Fedor Ryabinin

Step 1. Take any id € Ids(P) and c such that id(c) = id.

e Suppose that by, > b. By (H), id satisfies condition at line 63. Process p sets Dep[id] to
Dep(id, P) and phase[id] to ACCEPT or COMMIT, as required.

e Suppose now that bpax = b (i.e., Vg € Q.cbal, < b). From Proposition 2, either the
condition at line 63 or the one at line 68 is satisfied for id. Assume that the condition
at line 63 holds: there exists a replica ¢ € @ such that cbal, = b and phase,|id] €
{accepT, cOMMIT}. Then at line 66 process p sets Deplid] to dep,[id] = Dep(id, P)
(Invariant 12) and phase[id] to phase,[id], as required. Assume now, that the condition
at line 68 holds. Then for all ¢ € U we have phase,[id] ¢ {ACCEPT, COMMIT} and there
exists a quorum Q' € FQ(bmax) such that Q N Q" C U and all replicas in @ N Q' report
the same dependency set D for id. From Proposition 2, there exists a quorum )y such
that Q N Qo C U and that for any replica in ¢ € Q N Qo, dep,[id] = Dep(id, P). Since
QNQ NQy # D, we have D = Dep(id, P). We now prove by contradiction that Dep[id]
computed at line 71 equals D. Assume the converse. Then there exists a command
conflicting with ¢ with an identifier id’ such that id’ ¢ D and by the time p executes line
71 for id it has id ¢ Deplid’] and id" ¢ Start. Let D' be Deplid’] at that moment. Since
id" ¢ Start either condition at line 63 or the one at line 68 is satisfied for id’" with D’.

(a) Assume that condition at line 63 is satisfied. There exists a replica ¢ € U such that
phase,[id'] € {AcCEPT, cOMMIT} and dep,[id'| = D', with id ¢ D’. From Invariant 10
there is a moment ¢ after which whenever leader(b) has cbal = b it also has Dep[id'| = D'.
Moreover, there is also a moment ¢ when leader(b) sends the Ack(b, idy, _, P) message,
and by this moment it has Dep[id] = Dep(id, P) = D. Therefore, at max(t,t'), the
leader of b has Deplid] = D and Dep[id'] = D', with id ¢ D’ and id" ¢ D, contradicting
Proposition 1.

(b) Suppose that the condition at line 68 is satisfied for id": there exists a fast quorum Q"
such that @ N Q" C U and all replicas in Q N Q" report D" as the dependency set of
id'. Since QN Q"N Qo # 0, there is a replica in ¢ € Q N Q" with dep,[id] = Dep(id, P)
and dep,[id'] = D’. Recall that we are under the assumption that both identifiers,
id and id’, satisfy condition at line 68. Therefore, they also satisfy loop condition at
line 67. As a result we have Vq' € U. phase, [id] ¢ {ACCEPT, COMMIT} A phase,[id'] ¢
{accepT, commrT}. Thus, phase,[id] = PREACCEPT and phase,[id'] = PREACCEPT,
contradicting Proposition 1.

We thus have proved that Dep|id| computed at line 71 equals D = Dep(id, P), as required.

Step 2. Now that we have proved that after executing transition at line 58 up to line 71,
p has Depl[id] = Dep(id, P) for all id € Ids(P), we prove that the loop at line 72 does not
affect these dependencies. Let id € Ids(P) and let id’' be any identifier in Dep[id] at p at
the moment when p executes lines 72-73. Since at this moment Dep|id] = Dep(id, P), we
have id" € Ids(P) (by definition of Ids). As we saw earlier, either byax = b Or byax > b and
according to Proposition 2 and (H), id’ either satisfies condition at line 63 or condition at
line 68. Thus, at the moment p executes lines 72-73 it has id’ ¢ Start and hence condition at
line 72 does not hold for (id, id'), as required.

Step 3. Finally we prove by contradiction that after executing line 74, p has Dep[id] =
Dep(id, P) for all id € Ids(P). Assume that at p, just before the execution of line 74 there
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is a cycle idy — - -+ — id, — id; in the dependency graph. We prove by contradiction that
none of the identifiers of this cycle belongs to Ids(P). Assume the converse, i.e., there exists
m € [1;n] such that id,, € Ids(P). We have already proved that prior to executing line
74 process p has Dep[id] = Dep(id, P) for all id € Ids(P). Thus id,,—1 € Dep(id,,, P) also
belongs to Ids(P). Moreover, all identifiers of the cycle are in Ids(P) because each of them
is a transitive dependency of each other. Hence, when leader(b) sends an Ack(b, idy, _, P)
message it has this cycle in its dependency graph, contradicting Invariant 3.

]

Proof of Invariant 1. Take two replicas that commit a command ¢ with an identifier id. We
have Qacc(b, id, ¢, P) and Qace(V, id,c, P") for some b and V. Let D and D’ be Dep(id, P)
and Dep(id, P'), respectively. We prove that D = D’. Assuming that b equals &' we conclude
with Invariant 11. Suppose now that b # b’ and (without loss of generality) that b < ¥'.
Consider the moment when a replica p sends Ack(V',id, D', P"). From Invariant 6 at this
moment cbal = & > b at p. Hence, from Invariant 14 we have D = D', as required. O]

3.4.1 Validity

Proof of Validity. Consider a replica that executes a command c. By Invariant 4, Propagate(c)
is a sent message, hence, some client submitted c. O

3.4.2 Integrity

Proof of Integrity. At a replica, each executed command is tracked with the set Exec: a
command can be executed only if its identifier is not included in the set, and once it is
executed, the set is updated to include the identifier. Furthermore, during the protocol
execution no elements are removed from Exec and only one identifier can be associated with a
single command. Hence, at each replica line 34 is executed at most once per command. [J

3.4.3 Consistency

To prove Consistency we first introduce the following notations: for two commands ¢ and d
we write (i) ¢ <, d if ¢ >a d and some replica p executes ¢ before d, and (ii) ¢ < d if ¢ was
executed by some replica before any process submitted d. Using these notations the relation
< from §2.1 can be expressed as < = (U, <p) U <.

PROPOSITION 3. If for two conflicting commands c and d we have ¢ <, d for some replica p
then at the moment when p executes ¢, we have id(d) ¢ Dep[id(c)].

Proof. Consider the moment when p executes c¢. The Integrity property and ¢ <, d imply
that p has not executed d at this moment, and thus id(d) ¢ Exec at p. From the precondition
at line 33, Dep[id(c)] C Exec, so that id(d) ¢ Dep[id(c)]. O

PROPOSITION 4. The relation U, <, is asymmetric.
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Proof. Assume the contrary: ¢ <, d and d <, ¢ for two conflicting commands ¢ and d. From
Proposition 3, when p executes c it has id(d) ¢ Deplid(c)], and when ¢ executes d it has
id(c) ¢ Dep[id(d)]. But this contradicts Invariant 2. O

PROPOSITION 5. Assume c¢; < co. Whenever a replica p executes co, some replica has already
executed cy.

Proof. Assume c; < ¢y and that replica p executes ca. Then we have either ¢; € ¢z or ¢; <, ¢2
for some replica ¢. Consider first the case when ¢; € ¢3. Then ¢; is executed at some replica
before ¢y is submitted and, hence, before ¢, is executed at p, as required. Consider now the
case when ¢; <, ¢ for some replica g. We must have either ¢; <, c; or ¢3 <, ¢;. The latter
case would contradict Proposition 4, so that ¢; <, c2, as required. O

PROPOSITION 6. Assume ¢; < --- < ¢, forn > 2. Whenever a replica p executes c,, some
replica has already executed c;.

Proof. Follows from Proposition 5 by induction on n. m

Proof of Consistency. By contradiction, assume that ¢; < -+ < ¢, = ¢; for n > 2. Consider
the first time when some replica executes ¢;. By Proposition 6, at this time ¢; has already
executed at some replica, which yields a contradiction. O

3.4.4 Liveness

For simplicity, in this section we assume that the set of slow quorums consists of all majorities,

ie., ¥b.8Q(b) = {Q € P(R) | |Q| = [N/2]}.

To ensure liveness, additional measures are required on the client side of the protocol. First of
all, a submitted command may be lost during the recovery if it has not been accepted before.
For example, suppose that at some ballot b a replica p receives a command ¢ submitted by a
correct client. Then p starts a new ballot o' and becomes its leader. If ¢ is not accepted at b
before the recovery is started, p might not include ¢ in the new state (conditions at lines 63
and 68 do not hold for ¢). Since p already received ¢, it will never make a new proposal for ¢
at b’ or any subsequent ballots. To avoid such scenarios, we allow clients to resubmit their
requests. Note that this does not affect the proof of Integrity. In the example above, the
leader receives ¢ at b’ or any higher ballot and eventually makes its proposal.

Finally, as discussed in §3.2.3 an additional mechanism is needed to deal with client failures.
A client may crash at any time and thus may fail to send a command to a subset of the
correct replicas. If for each fast and slow quorum only some replicas receive request ¢ then
further progress is impossible not only for ¢ but also for any command ¢ that depends on ¢
at the leader. To circumvent such situations, a replica tracks the command identifiers that
belong to the dependency sets received in leader’s FastAck messages. If the replica detects
that the payload of one of such commands is missing, it asks its leader to retransmit it. It is
enough to contact the leader because no command is committed if it is not received by the
leader. It is also possible that some followers receive a command ¢ while the leader does not.
These followers will take a dependency on ¢ for any conflicting command, disabling a fast
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path for each of them. To deal with this, followers re-propose c if it is not committed after
some timeout.

To prove that the above mechanisms ensure Liveness we rely on the following propositions.

PROPOSITION 7. Either no correct replica ever receives a NewLeader message, or there exist
a correct replica p and a ballot b owned by p such that

1. each correct replica eventually trusts only p;

2. b is the maximal ballot received by any correct replica in NewLeader messages.

Proof. 1If no correct replica ever receives a NewLeader message then the proposition trivially
holds. Assume that at least one correct replica receives a NewLeader message. From the
properties of (P, there exist a replica p and a time t; such that after this time failures stop
occurring and at each correct replica trusted = p and Alive is the set of all correct replicas.

We first prove by contradiction that p sends a finite number of NewLeader messages. Assume
the converse. After ty, p is the only correct replica that can start the recovery. Therefore,
there is only a finite number of the NewLeader messages sent by the correct replicas other
than p, because all such messages are sent before t5. Moreover, the number of messages sent
by a faulty replica is finite by definition. Thus, each correct replica joins only a finite number
of ballots that are not owned by p. Since p increases its ballot with each issued NewLeader
message and because the number of such messages is infinite, there is a time t; > ¢, after
which each correct replica always follows p (i.e., leader(p.bal) = p). Therefore, at t;, there are
no replica at which the condition at line 45 is satisfied. Hence, no replica sends a Recover
message after ¢; and thus the total number of such messages is finite. Let t; > t; be the
time after which p no longer receives Recover messages. After t5, p never executes handler at
line 48. Therefore, after t5, p never executes lines 46 or 49, and hence, it stops sending the
NewLeader messages, which contradicts our assumption.

Now, that we have proved that there is only a finite number of NewLeader messages sent by p,
let b be the maximal ballot for which p sends a NewLeader message. We prove by contradiction
that for each NewLeader(b') message received by a correct replica, b' < b. Assume the contrary.
Let g be a correct replica receiving at time ¢’ the NewLeader(d') message from a replica p’ # p
with & > b. After t’, ¢ has bal > b'. Since p never chooses a ballot greater than b < b, after ¢/
we also have leader(g.bal) # p. Eventually ¢ trusts p and thus at some point it forces p to
recover (line 45) with the ballot at least as high as 0’ (lines 46 and 47). As a result, p sends
the NewLeader(b”) message with b” > V' > b, contradicting the fact that b is the maximal
ballot chosen by p during the whole execution. O

PROPOSITION 8. There exist a ballot b and a point in time after which every correct replica
has status = NORMAL and bal = cbal = b.

Proof. 1f during the whole execution no correct replica ever receives a NewLeader message
then all correct replicas always follow the same correct replica at the same ballot, as required.
If at least one correct replica receives a NewLeader message then according to Proposition 7,
there exists a correct replica p eventually trusted by all correct replicas and a ballot b such
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that b is the maximal ballot received by a correct replica in NewLeader messages. Eventually
a correct replica ¢ receives the NewLeader(b) message and joins b. After that, ¢ never changes
its ballot, as it ignores any other NewLeader messages (line 54). All correct replicas eventually
answer to p with a NewLeaderAck message. Thus, eventually p sends Sync to all correct
replicas, as required. O

PROPOSITION 9. If a replica p commits ¢ with a dependency set D then any correct replica
eventually commits ¢ with D.

Proof. Suppose that a replica p commits ¢ with D at a ballot b. From Proposition 8 we know
that there exists a ballot & after which the system stabilizes with the one correct leader.

We first prove by contradiction that b < &’. Suppose that b > b'. Since ¢ is committed at b,
there is at least one correct replica ¢ that sends an Ack message for ¢ at b. To this end, ¢ has
to join b (i.e., at some point we have g.cbal = b), however, ' < b is the maximal ballot joined
by ¢ (Proposition 8), hence the contradiction.

We thus have b < b'. Suppose that b = b'. This means that there is a quorum of correct
replicas sending Ack messages that lead to acceptance of c. Eventually each correct replica
receives all these messages and commits ¢ with D.

Suppose now that b < &'. Eventually each correct replica joins ' (i.e., cbal = ¥'). In order to

join b, each correct replica receives the Sync(b, _, _, _) message, sent by leader(V’). Moreover,
according to Invariant 14 this message carries a state that contains ¢ with the dependencies
D. O

Proof of Liveness. We first prove that if a command c is executed by a replica p then c is
eventually executed by all correct replicas. Before executing ¢, p commits ¢ together with
¢’s transitive dependencies D. According to Proposition 9, the correct replicas eventually
commit ¢ as well as any command in D, which enables the condition at line 33 for c.

We now prove that if a command c is submitted by a non-faulty client then c is eventually
executed by all correct replicas. Let b be the last stable ballot (Proposition 8). Note that the
client submitting c is correct and that it resubmits ¢ if it does not receive a response after
some time. Hence, eventually c is accepted at some ballot. Let D be the set of all transitive
dependencies of c¢. Similarly to ¢, those commands in D that are submitted by non-faulty
clients are eventually accepted. Moreover, from Invariant 13 and Invariant 14, when c is
accepted and the leader of b has cbal = b, it also has payload of any command in D. Therefore,
by contacting the leader and thus obtaining the missing payloads according to the mechanics
described at the beginning of the section, the replicas eventually accept the commands in D
submitted by the faulty clients. Regardless of the ballots at which the different commands in
D are accepted, from Invariant 14, each correct replica eventually receives and commits ¢
together with any command in D. We conclude with Invariant 3 according to which, once
committed, ¢ is never blocked in the execution. O

3.4.5 Nontriviality

The proof of Nontriviality relies on the following proposition:
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[ sequential | conflict-free | contention-free | general |

Paxos [42] 4A

N*Paxos [42] 3A+1

Mencius [52] 2A+1 4A+1

FastPaxos™ [45] 2A+1 3A+1

Generalized Paxos [44] 2A+1 6A+1
Egalitarian Paxos [55] 2A+1 O(nA)
CURPT™N?Paxos [62] 2A \ 3A+1
SwiftPaxos 2A \ 3A

Table 3.1: Latency of state-machine replication protocols. We denote by A the upper bound
on message delay when the system is stable. For non-colocated clients +1 denotes the additional
message delay.

PrOPOSITION 10. If Qacc(b, _, _, P) then for all id € Ids(P) all correct replicas eventually
commit id with Dep(id, P).

Proof. From Proposition 8 we know that there exist a ballot " > b and a time ¢ after which
recovery stops occurring and at least a majority of replicas are correct. If b’ = b then by the
structure of the protocol all correct replicas eventually commit id € Ids(P) with Dep(id, P) —
this is because communication between replicas cannot be disturbed by recovery or failures
and because replicas communicate through reliable channels.

Assume that b > b. Eventually each correct replica receives a Sync(V/, _, _, ) message
carrying id with Dep(id, P) and phase[id] = COMMIT or phase[id] = ACCEPT (Invariant 14).
If phase[id] = COMMIT, a correct replica commits id immediately after receiving Sync, as
required. If phase[id] = ACCEPT, correct replicas of some slow quorum eventually broadcast a
SlowAck(V, id) message (line 86). Eventually replicas at 0’ receive SlowAcks from each replica
of this quorum and commit id with Dep(id, P), as required. O

Proof of Nontriviality. A client accepts the result of execution of a command ¢ only if there
is a ballot b at which leader(b) optimistically executes ¢ and replicas of some quorum of
b agree on ¢’s dependency paths P. Thus, if the client gets the result of ¢ then we have
Qacc(b, _,c, P). Note that leader(b) executes client requests in the order inferred from P,
i.e., for each id € Ids(P), cmd[id] is executed with respect to dependency set Dep(id, P).
Moreover, according to Proposition 10, each correct replica eventually commits id € Ids(P)
with Dep(id, P), and hence, it eventually executes ¢ following the same order. Thus, the
result of execution of ¢ at any correct replica equals to the result of optimistic execution at
leader(b), as required. O

3.4.6 Latency

Asynchrony and failures may arbitrarily delay the execution of a command. For that reason,
we measure latency only after the system stabilizes. We denote by A the upper bound on the
message delay after stabilization (see §2.1). As usual, we ignore the cost of local computation
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(in our setting, it is orders of magnitude lower than latency). The latency of a protocol is the
maximum amount of time a client must wait before delivering a response once the system is
stable.

Table 3.1 summarizes the latency of various state-machine replication protocols. We consider
the following classes of runs commonly found in practice: (sequential) commands are never
concurrent, i.e., upon the submission of a command, prior submitted commands are already
committed everywhere; (conflict-free) concurrent commands are all commuting (§4.4); and
(contention-free) all concurrent conflicting commands are received in the same order at the
replicas. The last class (general) is the worst-case latency when the system is stable. For
protocols that have a fast path this corresponds to the slow path. Worst-case latency matters
for hot items and when the fast path is no longer available (e.g., if a machine gets disconnected).
Notice that these classes are ordered as follows: sequential C conflict-free C contention-free
C general. In Table 3.1, the notation +1refers to the additional message delay to reach
non-colocated clients.

Below, we prove that the latency of SwiftPaxos matches the results in Table 3.1. Namely, we
establish that SwiftPaxos executes state-machine commands in two message delays in the
absence of contention, and three otherwise.

PROPOSITION 11. Assume a contention-free run p of SwiftPazos. At any time t in p, if p
and q in some FQ(b) have both received c at t, then (i) Dep|c] is the same at the two processes,
and (ii) the evaluation of pset(id(c)) on the two processes is identical.

Proof. We prove this result inductively. The property holds obviously at ¢ = 0. Assume that
it is true at ¢t — 1. At time ¢, if no command is newly received by either p or ¢, we are done.
Otherwise, let ¢ be such a command and wlog. consider that ¢ receives ¢ at time t. Process ¢
executes line 11 for command c at that time. Consider a command d in Dep,[c]| at . As the
run is contention-free, d is received before time ¢ at g. Thus, it is added to Dep,[c] at ¢. This
shows that Dep,[c] C Dep,[c] at t. Using a symmetrical argument, we have Dep,[c] C Dep,[c],
as required. Now consider that ¢ evaluates pset(id(c)) to the set of paths P at t. By a short
induction, because for any received command d, Dep,[d] = Dep,[c| at t, the evaluation on p
must also return P. O

PROPOSITION 12. The latency of SwiftPaxos is 2A when the run is contention-free, and 3A
otherwise.

Proof. Consider a run p of SwiftPaxos. Let ¢ty be the point in time after which the system
is stable in p. By Proposition 8, for some ballot by at every correct replica, bal = cbal = b
and status = NORMAL hold forever after time t,. Let p be the leader of ballot by. Pick a
command ¢ submitted after time ¢y3. According to SwiftPaxos (line 2), client(c) broadcasts
a message Propagate(c) to all replicas. Any replica receives such a message after A units
When receiving it, p sends a message Reply(bal, id(c), P,r) to client(c), with r the result of
the optimistic execution of ¢ (line 17). There are two cases to consider:

e (p is contention-free) Assume a command d non-commuting with ¢ was received at replica
p before c. Because c is uncontended, it must be the case that d was also received before
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¢ at any other replica ¢ € FQ(by). By Proposition 11, p and ¢ execute the exact same
computation at lines 11 and 12. From which, we deduce that all the fast quorum replicas
broadcast the same message FastAck(by, id(c), D, P) to client(c) (lines 19 and 21). The
precondition at line 3 on client(c) triggers after (at most) A units of time, delivering the
response of c. It follows that the message delay of ¢ is 2A in this case.

(Otherwise) Leader p sends a message FastAck(by, id(c), D, P) to all replicas. Choose some
replica ¢ # p in SQ(by). Consider the point in time when ¢ has already received ¢ as well
as the above message from p. This takes at most 2A units of time. Because the system
is stable, recovery never takes place after time t¢; hence id(c) € Preaccept. Furthermore,
we know that bal = cbal = by and status = NORMAL at ¢. Pick some command d € D.
From the fact that the system is stable, replica ¢ has already received a message FastAck
regarding command d from the leader. Hence, by a short induction, the precondition
D C Accept U Commit is eventually true at q. It follows that replica ¢ eventually sends
a message SlowAck(bo, id(c)) to client(c) (either at line 27, or at line 29). From what
precedes, client(c) eventually receives a message SlowAck(bo, id(c)) from all such replicas.
Consider the point in time at which this holds for some slow quorum of the ballot bg.
Eventually, the client also receives a Reply message from the leader. When these two
happen, the precondition at line 4 is true. In this case, the response of command c is
known at the client after 3A units of time. O
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Chapter 4

Theoretical Foundations of Fast
Consensus and SMR

In Chapter 3, we introduced SwiftPaxos, a state-machine replication protocol that outperforms
Paxos even under heavy contention. However, like other leader-based protocols, SwiftPaxos
has an inherent limitation: the leader replica becomes a bottleneck, as it must coordinate the
ordering of every command. In this chapter, we consider protocols that enable fast decisions
even when any single replica is unavailable. This excludes protocols such as SwiftPaxos which
use a fixed leader for fast decisions.

In more detail, in §2.4 we provided an overview of fast consensus protocols originally introduced
by Lamport in [46]. Fast consensus protocols decide in two message delays under any process
failures up to a given threshold e < f (§2.4). Lamport showed that fast consensus requires at
least max{2e + f +1,2f + 1} processes [46], a bound matched by the Fast Paxos protocol [45].
But surprisingly, Egalitarian Paxos [55] decides within two message delays under e = [@1
failures while using only 2f +1 = 2e+ f —1 processes. This seemingly contradicting Lamport’s
lower bound that in this case requires 2f + 3 = 2e + f + 1 processes.

We show that this conundrum arises from the definition itself — what is considered fast in real
systems does not align with Lamport’s definition of fast consensus. To distinguish between
the two, we refer to the real-world notion of fast consensus as two-step consensus. To illustrate
how they differ, we now revisit Lamport’s definition.

Roughly speaking, the existing definition considers a consensus protocol fast if for every
proposer p and every correct process ¢, there exists a run in which p is the only process that
sends its proposal, and ¢ decides in two message delays. However, as we saw in Chapter 3, in
practical protocols a client typically submits its proposal to one of the processes participating
in consensus — a prozy — which replies to the client with the decision [71]. In this setting,
we would like the proxy to decide fast, but the speed of the decision at other processes is
irrelevant. We thus propose a more pragmatic definition that reflects this consideration. We
consider a protocol fast (two-step) if:

(i) for all initial configurations, some process can decide within two message delays; and
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(i) starting from configurations where all correct processes propose the same value, every
correct process can decide in two message delays.

We thus require fast decisions at all processes only when the proposals are the same; otherwise,
only a single process is required to decide fast. We show that depending on formulation of
consensus, satisfying our definition requires up to two fewer processes than Lamport’s. This
difference is practically significant for wide-area deployments, where contacting an additional
process may incur a cost of hundreds of milliseconds per command.

In this chapter we first show that implementing a fast consensus task is possible if and only
if the number of processes is at least max{2e + f,2f + 1}. We then prove that our version
of fast consensus object can be solved if and only if the number of processes is at least
max{2e + f —1,2f + 1}.

An interesting consequence of these results is that when n = 3 or n = 5 we can implement
fast consensus with e = f =1 or e = f = 2, respectively. In a wide-area network (which is a
typical deployment setting for consensus protocols with fast paths) state-machine replication
is implemented with a relatively small number of processes. A round-trip to even one slow
process can add hundreds of milliseconds to each command, negatively impacting both the
latency and throughput of the entire system. Thus, reducing the size of a fast quorum by
even one process can yield significant performance benefits.

4.1 Two-Step Consensus

Our goal is to solve both the consensus task and object (§2.2) in the model defined in §2.1.
We assume that the bound A is known to the processes, while GST remains unknown. The
notion of fault-tolerance required by the model is formally defined as f-resilience.

DEFINITION 4 (f-RESILIENCE). A protocol is f-resilient if it achieves consensus under at

most [ processes failures.

While an f-resilient protocol can guarantee termination with up to f process failures, these
failures can nevertheless make the protocol run slow even when the system is synchronous.
We thus also consider another threshold, e, which determines the maximal number of failures
that a protocol can tolerate while still providing fast, two-step decisions in synchronous runs
(we assume e < f). We next define this kind of runs formally.

DEFINITION 5 (E-FAULTY SYNCHRONOUS RUN). Given any subset E C 11, a run is E-faulty
synchronous, if:

1. All processes in 11\ E are correct, and all processes in E are faulty.
2. Processes in E crash at the beginning of the first round.
3. All messages sent during a round are delivered at the beginning of the next round.

4. All local computations are instantaneous.
We next define protocols that can provide two-step decisions in synchronous runs with up to
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e failures.

DEFINITION 6 (TwO-STEP RUN). A run is two-step for a process p if in this run p decides
a value by time 2.

DEFINITION 7 (TwO-STEP CONSENSUS TASK). A protocol is e-two-step if for all E C II of
stze e:

1. For every initial configuration I, there exists an E-faulty synchronous run starting from
I which is two-step for some process.

2. For every initial configuration I in which processes in 11\ E propose the same value,
for each process p € 11\ E, there exists an E-faulty synchronous run starting from I
which is two-step for p.

Differently from fast consensus protocols introduced by Lamport [46], we require only a
single process to decide fast (item 1), unless all the proposals are the same (item 2). Paxos
and SwiftPaxos are not e-two-step for any e > 0, while Fast Paxos [45] is e-two-step if
n > max{2e + f +1,2f + 1}.

The following is an analog of Definition 7 for the consensus object.

DEFINITION 8 (Two-STEP CONSENSUS OBJECT). A protocol is e-two-step if for all E C 11
of size e:

1. For every value v and process p € 11\ E, there exists an E-faulty synchronous run in
which only p calls propose(), the proposed value is v, and the run is two-step for p.

2. For every value v and process p € 11\ E, there exists an E-faulty synchronous run in
which all processes in 11\ E call propose(v) at the beginning of the first round, and the
run is two-step for p.

Item 1 of Definition 8 considers only runs with a single proposer. This is a weaker condition
than item 1 of Definition 7, and it cannot be applied to the consensus task, where all processes
are required to propose at the beginning of the execution. This more fine-grained definition of
a two-step object better reflects real-world systems, where oftentimes only one client accesses
an object at a given moment.

Item 2 of Definition 8 is a direct restatement of item 2 of Definition 7. As we show in §4.3.2,
it is actually not required for the lower bound, and only serves to make the upper bound
stronger.

We are interested in the following problem: what is the minimal number of processes to solve
f-resilient e-two-step consensus? Surprisingly, this bound is lower than for Fast Paxos and
furthermore depends on the problem definition.

THEOREM 1 (TwO-STEP CONSENSUS TASK). An f-resilient e-two-step consensus task is
implementable iff n > max{2e + f,2f + 1}.

THEOREM 2 (TwO-STEP CONSENSUS OBJECT). An f-resilient e-two-step consensus object
is implementable iff n > max{2e + f —1,2f + 1}.
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1 at startup / upon an invocation of propose(v)
2 if val = L then

3 initial_val < v

4 send Propose(initial_val) to IT\ {p;}

5 when received Propose(v) from ¢

6 pre: bal =0 Aval = L Awv > initial_val A (initial_val # | = v = initial_val)
7 (val, proposer) « (v, q)

8 send 2b(0,v) to ¢

9 when received 2b(bal,v) from all ¢ € P

10 | pre: (bal=0A|PU{p;}|>n—eAvale {L,v})V(bal Z0AN|P|>n—f)
11 (val, decided) < (v, v)

12 decide v

13 send Decide(v) to 1T\ {p;}

14 when received Decide(v)
15 (val, decided) < (v, v)
16 decide v

Figure 4.1: Consensus task at a process p; (collision-free execution). Red lines highlight the
changes needed to implement a consensus object.

We first present the matching upper bounds and then, in §4.3, prove the lower bounds.

4.2 Upper Bounds for Two-Step Consensus

Figures 4.1-4.2 present a consensus protocol that matches our lower bounds. With the red
lines ignored, the protocol implements a consensus task for max{2e + f,2f + 1} processes
(Theorem 1); with the red lines included, it implements a consensus object for max{2e + f —
1,2f 4+ 1} processes (Theorem 2). We first describe the task version, and then highlight the
differences for the object version.

Our protocol improves the classical Fast Paxos [45] to reduce the number of processes required.
Like Paxos and SwiftPaxos, it operates in a series of ballots, with each process storing the
current ballot in a variable bal. The initial ballot 0 is called the fast ballot, while all others
are slow ballots. During a ballot processes attempt to reach an agreement on one of the initial
proposals by exchanging their votes, tracked in a variable val (initially L). Processes maintain
a variable vbal to track the last ballot in which they cast a vote.

4.2.1 Fast Ballot

Each process starts by sending its proposal (stored in a variable initial_val) to all other
processes in a Propose message (line 4). A process accepts the message from a process p only
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45

when the timer new_ballot_timer expires

start_timer(new_ballot_timer, 5A)

if QO = p; then
let b = (a ballot > bal such that i = b (mod n))
send 1a(b) to II

when received 1a(b) from ¢

pre: b > bal
bal «+ b
send 1b(b, vbal, val, proposer, decided) to ¢

when received 1b(b, vbaly, v,, proposer,, decided,) from all ¢ € Q

pre: [Q| =n—f
let val = L
let byax = max{vbal, | ¢ € Q}
let R = {qcQ|proposer, & Q}
if 3¢ € Q. decided, # 1 then
val < decided,
else if b, > 0 then
val < v, such that vbal; = byax
else if Jv# L.3SCR.|S|>n—f—eAVqge S v, =v then
val < v
else if v # L.ISCR.|S|=n—f—eAVqge S v, =0 then
val < the maximal value v satisfying the condition at line 37
else if initial_val # 1 then
val < initial_val
if val # L then send 2a(b, val) to II

when received 2a(b, v) from ¢

pre: bal <b
(val, bal, vbal) < (v, b,b)

| send 2b(b,v) to ¢

Figure 4.2: Consensus task at a process p; (collision recovery).

if it is in ballot 0, has not yet voted, and the value received is greater than or equal to its own
proposal (line 6). In this case it updates val and replies to p with a 2b message, analogous to
the eponymous message of Paxos.

A process that gathers support from n — e processes including itself (the first disjunct at
line 10) considers its value decided (line 12) and communicates this to the other processes via
a Decide message (line 13). Any process that receives Decide(v) updates its val variable and
records v in decided, which stores the final consensus decision (line 15).

This flow guarantees that the protocol is e-two-step. Indeed, consider an initial configuration
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I, aset E C1I of size e, and a process p ¢ E that proposes the highest value v in I among
all processes in II \ E. Then there exists an E-faulty synchronous run in which the Propose
message sent by p is the first one accepted by all other correct processes. Since p does not
accept any Propose message for value lower than v (line 6), it will be able to collect the 2b
messages from n — e — 1 other processes. It will then satisfy the condition at line 10 and

decide by 2A.

4.2.2 Slow Ballots

If processes do not reach an agreement at ballot 0 within 2A, the protocol nominates a process
pi to initiate a new slow ballot (line 20). This is done using 2 leader detector (§2.5): a
process p; starts a new ballot only if € identifies p; as the leader (line 19). This ensures that
eventually only one process tries to take over, preventing situations where multiple processes
interfere with each other’s attempts to reach agreement on the slow path.

Additionally, the code makes explicit use of a timer new_ballot_timer (line 19). Initially it
is set to 2A, giving just enough time for the processes to reach agreement on the fast path
under favorable conditions. After this, the timer is reset with a delay of 5A (line 18). After
GST, this duration is sufficient for all processes to decide on the slow path.

Process p; selected by €2 broadcasts a 1a message asking the others to join the new ballot
(line 21). Processes respond with a 1b message, carrying information about their state (line 22).
Once p; receives n — f replies from a set @ (line 26), it computes a proposal for its ballot as
we describe in the following. It then sends this proposal in a 2a message (line 41), to which
processes reply with 2b messages (line 45). Process p; decides after collecting n — f matching
votes (the second disjunct at line 10).

4.2.3 Computing the Proposal

Process p; computes its proposal based on the states received in the 1b messages. If some
process has already decided a value, then p; selects that value (line 31). Otherwise, p; considers
the highest ballot by, Where a vote was cast (line 29): the votes in by, supersede those in
lower ballots. If b, > 0, then p; selects the associated value, just like in the usual Paxos
(line 33).

If bpax = 0, then some value may have been decided on the fast path. To handle this case,
process p; first excludes the values whose proposers belong to @ (line 30): these proposers
have not taken the fast path, because line 31 did not execute; they will not take it in the
future either, because they have moved to a slow ballot when replying to p; (line 24). If after
this there is a value v with more than n — f — e votes, then p; proposes v (line 35); we prove
below that v is unique. If no such v exists, p; considers the values with exactly n — f —e
votes (line 37). There may be multiple such values, so p; selects the greatest one (line 38).
Finally, in all other cases p; selects its own initial value (line 40). The following lemma shows
that this algorithm correctly recovers fast path decisions.

LEMMA 1. Assume n > 2e + f. If a value v is decided via the fast path at ballot O, then
lines 3540 always select v as val.
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Proof. Since v takes the fast path, there are at least n — e processes that vote for v at ballot 0
(implicitly including the proposer of v). The set of these processes intersects with @) (line 26)
in > n — e — f processes, thus enabling the condition at either line 35 or line 37.

Consider first the case of line 35, so that > n — e — f processes in () voted for v. Then the
number of processes in @) that could have voted for another value is < (n — f) —(n—e— f) =
e=(2e+ f)—e—f <n-—e— f. Hence, v is the only value that can satisfy the condition at
line 35, and val must be assigned to v at line 36.

Assume now that the condition at line 37 holds, so that n — e — f processes in () voted for v.
Since v went onto the fast path, > n — e processes voted for v overall. Thus, all f processes
outside (Q must have voted for v. Since the proposer of any other value v’ that also satisfies
the condition at line 37 does not belong to @ (line 30), it must have voted for v. But then
v" < v by line 6, which proves that val is assigned to v at line 38. O

We already argued in §4.2 that the protocol in Figures 4.1-4.2 is e-two-step according to
Definition 7. We now prove that the protocol satisfies the consensus specification (§2.2).

Validity follows directly from the structure of the protocol, and Termination is guaranteed by
the leader election service. The only non-trivial property is Agreement, which is ensured by
Lemma 1 together with the following lemma.

LEMMA 2. Given b > 0, assume that at least n— f processes have received 2a(b,v) and replied
with 2b(b,v). Then for any ' > b and any message 2a(b’,v") sent we have v’ = v.

Proof. We prove the following statement by induction on &': for all &’ and b such that &’ > b > 0,
if at least n — f processes have received 2a(b, v) and replied with 2b(b, v), then for any message

2a(b’,v’) sent we have v/ = v. Assume that this holds for all values < b'; we show that it also
holds for ¥'.

Consider an arbitrary b > 0 and assume that at least n — f processes have received 2a(b, v)
and replied with 2b(b,v). Assume also that 2a(b’,v’) has been sent, which must have
happened when a process p by executed the handler at line 26. Assume that p received
1b(V, vbaly, vy, proposer,,, decided,) from every process ¢ in a quorum @’ and let byax =
max{wbal, | ¢ € Q'} (line 29).

Sincen > 2f+1and |Q| = |Q'| = n—f, we have QNQ’ # 0. Let ¢ € QNQ' be an arbitrary pro-
cess in the intersection. The process q sends both messages 1b(b', vbaly, vy, proposer,, decided,)
and 2b(b,v). After sending 1b(b', vbaly, vy, proposer,, decided,) it has bal > b’ (line 24). Since
b’ > b, by line 43, process ¢ sends the 2b message before 1b. Then by line 44 at the moment
it sends 1b(¥, vbaly, vy, proposer,, decided,), it has vbal > b. This proves that by, > b.

Note that since by > b > 0, the value v is computed either at line 32 or line 34.

o Assume fist that v' is computed at line 32. By line 31, there exists a process ¢’ € (),
such that v = decided,. We now consider three cases: wvbaly > b, vbaly, = b, and
vbaly < b. If vbaly > b then by induction hypothesis v = decided, = v, as required. If
vbaly = b then process ¢’ must have received the Decide(decided, ) message at ballot
b. This message is sent by the same process that previously sent the 2a(b, v) message.
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Hence, v' = decided, = v, as required. Finally, assume that vbal, < b. If vbal, = 0
then by Lemma 1, v' = decided, = v. If vbaly > 0 then there must exist a quorum of
processes sending 2b(vbaly, v, ) messages. Hence, by induction hypothesis v' = vy = v,
as required.

o Assume now that v’ is computed at line 34. Take any process ¢ € ) that has
vbaly = bmax. We consider separately the cases when bpax > b and byax = 0. If bpax >0
then by induction hypothesis vy = v. If byax = b then, since b > 0, process ¢’ must have
accepted the value received in the 2a(b, v) message. Thus, in both cases vy = v, and
hence, v' = vy = v, as required.

O

4.2.4 Consensus Object

The red lines in Figures 4.1 indicate the changes required to implement a consensus object
instead of a task.

When implementing a consensus object, the variable initial_val (initially 1, lower than any
other value) is explicitly updated upon an invocation of propose (line 3), provided the process
has not yet voted for someone else’s proposal. The only other difference is the additional
condition at line 6: a process responds to the Propose(v) message only if it has not proposed
yet (initial_val = L), or if v matches its own proposal (initial_val = v).

With these changes, fast decisions are guaranteed in runs where n — e — 1 processes vote for a
value proposed by another process before calling propose() themselves. This allows satisfying
the definition of e-two-step with fewer processes. Note that the above runs are not possible in
a consensus task, where each process has its proposal when it starts executing.

More formally, to show that the protocol is e-two-step according to Definition 8, consider any
value v, a set E C II of size e, and a process p ¢ E. We verify each condition in Definition 8
separately:

1. In any E-faulty synchronous run where only p calls propose() and the proposed value
is v, all other correct processes will be able to satisfy the precondition at line 6 and
respond to p with a 2b message. Process p will then satisfy the condition at line 10 and
decide v by 2A.

2. If all correct processes call propose(v) at the start of the first round, then the Propose
message from any correct process p can be the first one received by all others, ensuring
that p decides in 2A.

The proof that this protocol satisfies the consensus specification is the same as for the
consensus task, except that it relies on the following modified version of Lemma 1.

LEMMA 3. Assumen > 2e+ f — 1 and that the red lines in Figure 4.1 are enabled. If a value
v is decided via the fast path at ballot 0, then lines 35—40 always select v as val.

Proof. Since v takes the fast path, there are at least n — e processes that vote for v at ballot 0
(implicitly including the proposer of v). The set of these processes intersects with @ (line 26)
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in > n — e — f processes, thus enabling the condition at either line 35 or line 37.

Consider first the case of line 35, so that > n — e — f processes in () voted for v. Then the
number of processes in () that could have voted for another value is

<n—f)—-n—e—f)—1l=e—-1=Q2e+f—-1)—e—f<n—e—f.

Hence, v is the only value that can satisfy the condition at line 35, and val must be assigned
to v at line 36.

Assume now that the condition at line 37 holds, so that n — e — f processes in () voted for v.
Since v went onto the fast path, > n — e processes voted for v overall. Thus, all f processes
outside of () must have voted for v. Then none of them could have sent a Propose message
for a value different from v (lines 2 and 6). Since the condition at line 37 holds only for the
values proposed by the processes outside of @) (line 30), value v is the only value that can
satisfy this condition, and val must be assigned to v at line 38. O

4.3 Lower Bounds for Two-Step Consensus

In the previous section, we proved the “if” parts of Theorems 1 and 2; in this section, we
prove the “only if” parts, first for the consensus task (Theorem 1) and then for the consensus
object (Theorem 2).

4.3.1 Consensus Task

Assume there exists an f-resilient e-two-step protocol P implementing a consensus task for n
processes (Definition 7). The fact that n > 2f 4 1 follows from well-known results [23]. We
now prove the rest by contradiction. Thus, assume n = 2e + f — 1. Given a set of processes
P and a run o, KX denotes the steps taken by P in the K-th round of o. If no such steps
were taken, KX is empty. We use the following simple lemma, whose proof we omit.

LEMMA 4. Any E-faulty synchronous run starting from a configuration I can also start from
any configuration I' in which all processes, except those belonging to E, propose the same
value as in I.

LEMMA 5. Assume e > 1. Let k be any value such that 0 < k < |(f —1)/e|. Consider any
partitioning of 1 into four sets Ey, Ey1, Fy and Fy, such that |Ey| = |Ey| = e, |Fo| = f—1—ke
and |Fy| = ke. For any initial configuration Ij, in which all processes in EqU Fy propose 0 and
all processes in E1 U F} propose 1, there exists an Ey-faulty synchronous run of P starting
from I, which is two-step for a process deciding 0.

Proof. By induction on k. Base case: k = 0. Notice that in this case F; = ). Since P is an
e-two-step protocol and since |Ey| = e, there exists an Ey-faulty synchronous run o starting
from Iy which is two-step for a process p. In o the decided value is either 0 or 1, as these are
the only proposed values. We prove by contradiction that it is 0. Assume the converse. Since
|Eq| = e, there exists an Ej-faulty synchronous run o’ starting from Iy which is two-step for a
process p’' € FyU Fy. Notice that in ¢’ all correct processes (i.e., Ey U Fy) propose 0. Thus,
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in ¢’ the decided value is 0. Moreover, we can assume without loss of generality that p’ € F.
Let
oy = 121900 g6 cide(p, 1)15025 crash(Fy U {p}).

That is, o is constructed as follows:

e Processes in F; U Fy execute the same first two steps they execute in o, and process p
decides 1

e Processes in E, execute the first step they execute in o”.

o Processes in Ej receive the messages they sent on the previous step, and the messages
sent by the processes in Fyy on the first step of o (notice that these messages are identical
in o and o).

o Processes in Ej execute the second step of o’ (notice that this is enabled by the previous
item).

» Processes in Fy U {p} fail (notice that |Fy U {p}| < f).
Symmetrically, there exists a valid run o starting from I, such that
oo = 120902500 0 g6 cide(p/,0)151 25 crash(Fy U {p}).

Notice that the steps taken by the correct processes (i.e., IT\ (Fy U {p})) are identical in both
runs o and gg. This means that any continuation of one run is also a continuation of the
other. However, since P is f-resilient, there exists a continuation of oy where processes decide
1, and a continuation of og where they decide 0 — a contradiction.

Induction step. Assume that the lemma holds for £ — 1 > 0; we prove it also holds for k.
Since P is an e-two-step protocol and |Ey| = e, there exists an Ey-faulty synchronous run o
starting from I, which is two-step for a process p. In o the decided value is either 0 or 1. We
prove by contradiction that it is 0. Assume the converse. Let ¢ be any process in F} (notice
that [Fy[ = ke > e > 1). Let Ey and F} be two sets such that: if p € F; U Fy, then Ey = E,
and Fy = Fy; and if p € Fy, then By = (B, \ {p}) U {q} and F} = (F} \ {¢}) U {p}. The sets
El, Fl, Ey and Fj partition II. They also have the same cardinalities and propose the same
values in [, as sets Ey, F, Fy and Fy, respectively.

Let I_1 be a conﬁguratlon in which all processes except those in E, propose the same values
as in I, and processes in E, propose 0 instead of 1. Let E] be a subset of Fy of e processes.
This set is well defined because |Fy| = |Fy| = ke > e. Moreover, let F/ = Fy\ E!, F}, = FyUFE,
and B = E;. By our induction hypothesis, there exists an E(’)—faulty synchronous run o’
starting from I, which is two-step for a process p’ € I\ E{ that decides 0. By Lemma 4
the same run can start from [;. Similar to the base case, using o and ¢’ we construct two
valid runs starting from Ij:

o1 = 1E1UF1UF°2E1UF1UF°de01de( 115028 crash(Fy U Fy U {p'}),

oo = 150UFUF BRIV 4o 05 de (pf 0)15125 crash(Fy U Fy U {p'}).

There exists a continuation of o; where processes decide 1, and a continuation of og where
they decide 0. Since the correct processes (i.e., (Ey U Ey) \ {p'}) perform the same actions in
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o1 and og, we conclude with the same kind of contradiction as in the proof of the base case
above. O]

We can now conclude the proof of Theorem 1 using the results above. Take a partitioning Ej,
Ey, Fy, Fy and a configuration [, satisfying Lemma 5 for k = [(f — 1)/e|. Then there exists
an Eg-faulty synchronous run o starting from I, which is two-step for a process p € 11\ Ey that
decides 0. By Lemma 4, o can start from a configuration I, where processes in F; U Fy U Fy
propose the same values as in I, and those in Ey propose 1. Let £ C II be any set of size
e such that Fy C E (recall that |Fy| = f — 1 — ke <e). Let F =11\ (E U Ey). Notice that
|F| = f —1. Since |E| = e, there exists an E-faulty synchronous run ¢’ starting from I which
is two-step for a process p’ € F. In ¢, all correct processes propose 1 and processes in E are
crashed from the beginning. Hence, p’ decides 1 in ¢’. Similar to the proof of Lemma 5, using
o and ¢’ we construct two valid runs starting from I:

oo = 1597 2B qecide(p, 0)12025 crash(F U {p}),

oy = 15092509 qecide(p’, 1)1528 crash(F U {p}).

We then obtain the same kind of a contradiction as in the proof of Lemma 5.

4.3.2 Consensus Object

Assume there exists an f-resilient e-two-step protocol P implementing a consensus object for
n processes (Definition 8). The fact that n > 2f 4 1 follows from well-known results [23]. We
now prove the rest by contradiction. Thus, assume n = 2e + f — 2. Consider two distinct
processes p and ¢. Let Ey and E; be two sets such that p € Ey, g € Ey, |Ey| = |E1l|=n—c¢
and |Ey N Ey| =n — 2e = f — 2. Notice that since n = 2e + f — 2, sets Ey and E; are well
defined. Let F = EyN Ey, E = Ey \ (Ey U {p}), and Ef = E1 \ (Eo U {q}).

Since P is e-two-step, there exists a run in which all the processes in II \ Ey are initially
crashed, process p is the only process to propose, and it decides at time 2A. Assume that in
this run, p proposes and decides the value 0. Consider the prefix oy of this run until process
p decides. Symmetrically, there exists a run o, where all processes in II \ E; are initially
crashed and ¢ decides 1 after two message delays. Let

0 = 15, 0T W erash(F U {p, ¢})27¢ 2,7

That is, o is constructed as follows:
» Processes in Ey = F' U Ej U {p} execute the first round they execute in oy.
» Processes in Ef U {q} execute the first round of o;.
» Processes in F'U {p, ¢} fail (notice that |[F'U{p,q}| < f).

o Processes in Ej receive the messages they sent in the first round of oy and the messages
sent by p in the first round of 0. Symmetrically, processes in E} receive their own
messages from oy, together with the messages sent by ¢ in ;.
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« Additionally, processes in EjU E} receive the messages sent by the processes in F'\ {p, ¢}
in the first round of oy (notice that these messages are identical in oy and o).

» Processes in £ execute the second round of oy, and processes in E} execute the second
round of oy (this is enabled by the previous item).

The processes outside {p, ¢} do not propose either in oy, or in o;. Hence, 150 = 151. As a
consequence, Ej and E; cannot distinguish o from oy and oy, respectively. Furthermore,
since every message received in o was sent previously, o is well-formed. It follows that o is a
partial run of P.

Because f processes failed in ¢ and the protocol P is f-resilient, there exists a continuation &
of o during which a process r» € Ej U E} proposes a value 0 and eventually decides either 0 or
1. Assume that it decides 1 (the other case is analogous). The continuation & is of the form

& =oX=121F""crash(F U {p,q})250257 \,

with decide(r, 1) € .

Consider the following partially synchronous run:

o = lfglflfu{q}2552ffcrash(F U {¢})decide(p,0)crash({p})A.

In this run, process p fails after deciding in the third round. Processes in F'U {q} crash at
the end of the second round, failing to deliver their second-round messages to any process
other than p.

The run ¢’ is well-formed. It is not distinguishable from oy to processes F'U {p}. To the
other processes, run ¢’ is not distinguishable from 6. Hence, it is a partial run of P. In ¢,
process r decides 1 while process p decides 0; contradiction.

4.4 Fast State-Machine Replication

Previously we introduced the notion of two-step consensus as a more practical alternative to
Lamport’s fast consensus. Building on this, we can now define fast SMR protocols. Here, we
focus on systems where clients are co-located with replicas, so that R = Il and N = n (§2.6).

Since SMR can be viewed as a repeated consensus object, it is natural that our definition
of fast SMR closely resembles that of a two-step consensus object. Recall that the first
item in Definition 8 considers executions with a single proposal. In the context of SMR,
this is captured by conflict-free commands — commands submitted when no other conflicting
command is pending.

DEFINITION 9 (CONFLICT-FREE COMMANDS). We say that ¢ precedes ¢ in a run if ¢ is
submitted at a process when this process has already executed c. Commands ¢ and ¢ are
concurrent when neither precedes the other. A command c is conflict-free if it does not conflict
with any concurrent command.
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DEerFINITION 10 (FAsT SMR). A run of an SMR protocol is fast when any conflict-free
command submitted at time t by a process p gets executed at p by time t + 2A. A protocol is
e-fast if for all E C 11 of size e, every E-faulty synchronous run of the protocol is fast.

THEOREM 3. Any f-resilient e-fast SMR protocol requires n > max{2e + f —1,2f + 1}.

Proof. To prove Theorem 3, we use the lower-bound result of two-step consensus and the fact
that (object) consensus reduces to SMR.

In detail, the proof goes by contradiction. Suppose the existence of an f-resilient e-fast SMR
protocol P satisfying n < max{2e+ f —1,2f + 1}. To solve consensus with P, we proceed as
follows: Commands are pairs (v, p) where v is some consensus input value and p a process
identifier. Commands (v, p) and (v/,p’) conflict when v # v'. To propose a value v, process p
creates command (v, p) and submits it to P. The first command executed locally contains
the consensus decision.

It is easy to see that the above construction implements object consensus: no two processes
execute conflicting commands in different orders. Hence, they must take the same decision.
Moreover, by the Validity property of SMR, the decided value is proposed by some process.

Because protocol P tolerates up to f crashes, the construction is an f-resilient solution to
consensus. We show that it is also e-two-step. Recall that this precisely means that for all
E C 1I of size e:

1. For every value v and process p € IT \ E, there exists an E-faulty synchronous run in
which only p calls propose(), the proposed value is v, and p decides a value by time 2A.

2. For every value v and process p € 11\ E, there exists an E-faulty synchronous run in
which all processes in I\ E call propose(v) at the beginning of the first round, and p
decides a value by time 2A.

Fix a subset F C II of size e. Assume some value v, a process p € I\ E, and a run of the
above construction in which p calls propose(v) at the start of the first round and the other
processes do not propose anything. Because P is e-fast, p executes the command (v, p), and
thus decides, at time 2A. Similarly, consider a run in which all the processes in IT\ E propose
the same value v initially. In this run, all the submitted commands are conflict-free. Hence,
each correct process decides by time 2A.

Theorem 2 states that an f-resilient e-two-step consensus object is implementable iff n >
max{2e + f —1,2f + 1}. This contradicts the existence of protocol P. ]

The only known SMR protocol that could potentially match the lower bound in Theorem 3
is EPaxos — a leaderless protocol that aims to be [1i']-fast for n = 2f + 1 = 2e + f — 1.
Unfortunately, the protocol is not well-specified and suffers from nontrivial bugs. In the next

chapter we present the first fast SMR protocol that matches this bound.
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Chapter 5

EPaxos*: Optimal Fast SMR

In Chapter 4 we introduced fast SMR protocols that bypass the leader, eliminating the bot-
tleneck of leader-based protocols like Paxos and SwiftPaxos (Chapter 3). We also established
the lower bounds on the number of processes required by any fast SMR protocol. In this
chapter, we present EPaxos*, the first SMR protocol that matches these bounds. EPaxos™ is
a corrected and simplified version of the well-known Egalitarian Paxos protocol.

5.1 The Trouble with Egalitarian Paxos

Classical protocols for implementing SMR, under partial synchrony, such as Paxos [42] and
Raft [60], rely on a distinguished leader process that determines the order of command
execution. Unfortunately, this approach makes the leader a single point of failure and
increases the latency for clients that are not co-located with it.

As a response to these drawbacks, Egalitarian Paxos (EPaxos) [55] introduced an alternative,
leaderless approach, that allows replicas to order commands collaboratively. Not relying on
a single leader allows the protocol to maintain non-zero throughput with up to f crashes
of any processes out of a total of n = 2f + 1. The protocol furthermore allows any process
to execute a command c fast, in 2 message delays, provided no more than e = (@1 other

2
processes fail, and all concurrently submitted commands commute with c.

Egalitarian Paxos has served as a foundation for many other replication protocols (§5.6). But
unfortunately, the protocol is very complex, ambiguously specified and suffers from nontrivial
bugs.

Complexity. At a high level, EPaxos implements SMR by getting the processes to agree
on a dependency graph — a directed graph whose vertices are commands and edges represent
constraints on their execution order. Processes then execute commands in an order determined
by the graph. To ensure the agreement on the dependency graph, the process that submits
a particular command drives the consensus on the set of predecessors of the command in
the graph. If this initial command coordinator fails, another process takes over its job. This
failure recovery procedure is the most subtle part of the protocol.
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The original EPaxos paper [55] describes in detail only a simplified version of the protocol,
which has fast quorums of size n — 1 = 2f, but in exchange, has a simple failure recovery
procedure. The paper only sketches the full version of the protocol with fast quorums of size
f+ L%j, where recovery is much more complex. Unfortunately, more detailed descriptions of
this recovery procedure available in technical reports [53, 54] are ambiguous and incomplete.
The TLA™ specification of the protocol [53] does not cover recovery in full, and the open-source
implementation [56] is not aligned with the available protocol descriptions.

Bugs. As shown in [75], EPaxos has a bug in its use of Paxos-like ballot variables. The
usual Paxos partitions the execution of the protocol into ballots, which determine the current
leader [42]. Each Paxos process uses two variables storing ballot numbers — the ballot the
process currently participates in, and the one where it last voted. EPaxos uses a similar
concept of ballots for each single command, to determine which process is responsible for
computing this command’s position in the execution order. However, the protocol uses only
a single ballot variable, which may lead to non-linearizable executions [75]. This bug can
be easily fixed for the simple version of EPaxos with fast quorums of size n — 1. But as we
explain in §5.5, fixing it for the full version of the protocol with fast quorums of size f + L%J
is nontrivial, because in this case recovery is much more complex than in Paxos. We have also
found a new bug where the recovery can get deadlocked even during synchronous executions
with finitely many submitted commands (§5.5 and §5.8).

Lack of rigorous proofs. The available correctness proofs for the version of EPaxos with
smaller fast quorums [53, §3.6.5] are not rigorous: they make arguments without referring to
the actual pseudocode of the protocol and often posit claims without sufficient justification.
More rigor may have permitted to find that the protocol is incorrect.

Moreover, the existing proofs are given under an assumption that a process submitting a
command selects a fast quorum it will use a priori, and communicates only with this quorum.
This version of the protocol, which the authors call thrifty, takes the fast path more frequently
in failure-free scenarios and is simpler to prove correct. But it does not allow a process to
take the fast path even with a single failure, if this failure happens to be within the selected
fast quorum. The non-thrifty version of EPaxos is more robust. However, it is underspecified,
and the authors never prove its correctness.

We are thus left in an uncomfortable situation where a protocol underlying a significant body
of research suffers from multiple problems. We make the following contributions to improve
this situation:

o Clarity. We propose a simpler and correct variant of Egalitarian Paxos, which we
call EPaxos™*. Our protocol is explained pedagogically, starting from key notions and
invariants. The main technical novelty of EPaxos™ is its failure recovery procedure,
which significantly simplifies the one of the original EPaxos and allows us to fix its bugs.
At the same time, EPaxos™ does not significantly change the failure-free processing of
the original protocol, thus preserving its steady-state performance properties.
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o Correctness. We rigorously demonstrate the correctness of EPaxos™, proving key
properties as we explain the protocol, and covering the rest of the proof in §5.7. We
give proofs for both non-thrifty and thrifty versions of the protocol.

o Optimality. We generalize the original EPaxos to handle a broader spectrum of failure
thresholds under which it can execute commands fast (e) or execute any commands at
all (f). We then show that EPaxos™* requires n > max{2e + f — 1,2f + 1}, matching
the lower bound of Theorem 3. The original EPaxos aims to handle the special case
of this inequality when f = |23 | and e = [£E], but falls short due to its bugs. Our
version is thus the first provably correct fast SMR protocol with optimal values of e and
f. Given a fixed n, this permits trading off lower overall fault tolerance (f) for higher
fault tolerance of the fast path (e).

5.2 Baseline Protocol

To simplify the presentation, we explain EPaxos* in two stages. In this section we present
a simpler version of the protocol that requires n > max{2e + f + 1,2f + 1} — same as in
Generalized Paxos [44]. In the next section we explain how to reduce the number of processes
to n > max{2e + f — 1,2f + 1}, so that the protocol matches the lower bound in Theorem 3.

EPaxos* implements SMR by getting the processes to agree on a dependency graph — a
directed graph whose vertices are application commands and edges represent constraints on
their execution order. We say that a command c is a dependency of ¢ when (¢, ) is an
edge in the graph. Processes progressively agree on the same dependency graph by agreeing
on the set of dependencies of each vertex. Processes then execute commands in an order
determined by the graph. The graph may contain cycles, which are broken deterministically
as we describe in the following.

In EPaxos™, each submitted command is associated with a unique numerical identifier. An
array cmd at each process maps command identifiers to their actual payloads (initially L).
In some cases, cmd may map an identifier to a special Nop command that is not executed
by the protocol and conflicts with all commands. Processes also maintain local copies of the
dependency graph in an array Dep, which maps the identifier of a command to the set of
identifiers of its dependencies (a dependency set). A command id goes through several phases
at a given process — START, PREACCEPT, ACCEPT and COMMIT — with the COMMIT phase
indicating that consensus has been reached on the value of Dep[id]. An array phase maps
command identifiers to their current phases (initially START). A command is pre-accepted,
accepted, or committed when its identifier is in the corresponding phase.

The protocol ensures the following key invariants about dependencies:

INVARIANT 1 (Agreement). If a command id is committed at two processes with dependency
sets D and D’ and payloads ¢ and ¢’ then D = D' and ¢ = ¢.

INVARIANT 2 (Visibility). If distinct commands id and id" are both committed with conflicting
non-Nop payloads and dependency sets D and D', respectively, then either id € D’ or id € D.
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1 while true

2 let G C Dep be the largest subgraph such that Vid € G. phase[id] = comMIT A Dep|id] C G
3 for C' € SCC(G) in topological order do

4 for id € C in the order of command identifiers do

5 if id ¢ Exec A cmd[id] # Nop then

6 (r,state) < exec(cmd|id], state)

7 Exec < Exec U {id}

8 if client(id) = p then

9 L response(id, 1)

Figure 5.1: EPaxos™: execution protocol at a process p.

5.2.1 Execution Protocol

Each process runs a background task that executes commands after they are committed
(Figure 5.1). At a high level, the execution protocol works as follows. A command is ready
to be executed once it is committed and so are all its transitive dependencies. When this
happens, the protocol executes all ready commands in a batch in an order consistent with the
dependency graph, breaking cycles using command identifiers. The identifiers of the executed
commands are added to an Exec variable. More concretely, the execution protocol performs
the following steps.

1. Compute the largest subgraph G of the dependency graph consisting of committed
commands that transitively depend only on other committed commands (line 2).

2. Split G into strongly connected components and sort them in the topological order
(line 3).

3. Execute the commands in each component in the identifier order, skipping Nops (lines 4-9).

ExAMPLE 1. Consider four commands ¢y, ¢, c3 and ¢4, where ¢q, ¢o and c3 pairwise conflict,
while ¢4 conflicts only with ¢;. Assume the commands are committed with dependencies that
yield the graph in Figure 5.2, where ¢ — ¢ means that ¢ is a dependency of ¢. When the
protocol in Figure 5.1 is executed on this graph, it will consider its three strongly connected
components: {c1}, {co,c3}, and {c;}. These can be topologically ordered in two ways:
{a1} = {ca,c3} — {cs} and {1} — {ca} — {c2,¢3}. The protocol will execute commands
following one of these orders, breaking ties within strongly connected components using
commands identifiers. Thus, one process can use the order ¢y, o, c3, ¢4, while the other can
use ¢, ¢4, C2, c3. This does not violate Consistency because ¢4 does not conflict with ¢y or cs,
and thus can be executed in either order with respect to them.

It is easy to show that, if Invariants 1-2 hold, then the protocol in Figure 5.1 ensures the
Consistency property of the SMR protocol (§2.6). We defer the formal proof to §5.7. Informally,
Invariant 1 ensures that processes agree on the same dependency graph, while Invariant 2
ensures that the graph relates any two conflicting commands by at least one edge. Thus,
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processes will use the same constraints to determine the order of execution for conflicting
commands.

The original EPaxos protocol includes an optimization that speeds

up the execution of commands that do not return a value: a process
that submits such a command returns to the client as soon as the

command is committed, without waiting for its dependencies to N

be committed too. If applied straightforwardly, this would violate \_Y
linearizability, so the protocol introduces additional mitigations that
complicate it further. As observed by follow-up work on EPaxos [79],
commands without any return values at all are rare in real systems.
Hence, we do not consider this optimization in our protocol.

Figure 5.2: Example of
a dependency graph.

5.2.2 Commit Protocol

In EPaxos® a client submits its command to one of the processes, called the command
coordinator, which will drive the agreement on the command’s dependencies. If the coordinator
of a command is suspected of failure, another process executes a recovery protocol to take
over as a new coordinator. For each command, a process follows only one coordinator at a
time. To ensure this, as in Paxos [42], the lifecycle of the command is divided into a series
of ballots, each managed by a designated coordinator. A ballot is represented by a natural
number, with ballot 0 reserved for the initial coordinator. Each process stores the current
ballot number for a command id in bal[id]. We now describe the protocol for committing
commands at ballot 0 (Figure 5.3). This protocol closely follows the original EPaxos: the
main differences for EPaxos™* are in recovery (§5.2.3).

Computing dependencies. The first stage of the commit protocol is the preaccept phase,
the purpose of which is to collect dependencies from a quorum of processes and to determine
the path of the operation.

When the coordinator receives a command ¢ from a client (line 10), it first assigns to ¢ a
unique identifier id, from which the coordinator’s identity can be extracted as coord(id). The
coordinator then computes the initial dependencies of ¢ as the set of all conflicting commands
it is aware of, and broadcasts them together with c in a PreAccept message.

Upon receiving a PreAccept (line 13), a process records the command payload in cmd[id] as
well as init_cmd[id], and the dependencies computed by the initial coordinator in init_dep|id].
As we noted earlier, in some cases cmd[id] may end up assigned to Nop. Keeping the original
payload in init_cmd[id] is needed for the recovery protocol (§5.2.3). The process then computes
its own proposal for the dependency set by completing the initial dependencies with the set of
conflicting commands it is aware of (line 18). Finally, it advances id to a PREACCEPT phase
and replies to the coordinator with a PreAcceptOK message, carrying its proposal. After the
coordinator receives PreAcceptOK from a quorum @ of at least n — f processes (line 21), it
decides whether to take the fast path or the slow path. The former commits the command
immediately, while the latter requires an additional round of communication.
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submit(c):

let id = new_id()
send PreAccept(id, ¢, {id’ | cmd[id'] < c}) to all

when received PreAccept(id, ¢, D) from ¢

pre: bal[id] = 0 A phase[id] = START
cmdlid] « ¢

init_cmd[id] < ¢

init_dep[id] - D

Dep[id] < D U {id" | cmd[id’] < cmd[id]}
phase[id] <~ PREACCEPT

send PreAcceptOK(id, Dep[id]) to ¢

when received PreAccept0K(id, D,) from all ¢ € @

pre: bal[id] = 0 A phase[id] = PREACCEPT A |Q] > n — f
let D = U,eq Dy
if |Q] >n—eAVqe Q. D, =init_dep[id| then
send Commit (0, id, cmd[id], D) to all
else
send Accept(0, id, cmd[id], D) to all

when received Accept(b, id, c, D) from ¢

pre: bal[id] < b A (bal[id] = b = phase[id] # COMMIT)
bal[id] < b

abal[id] < b

cmdlid] < ¢

Dep[id] + D

phase[id] - ACCEPT

send AcceptOK(b, id) to ¢

when received AcceptOK(b, id) from @

pre: ballid] = b A phase[id] = ACCEPT A |Q| > n — f
send Commit(b, id, cmd[id], Dep[id]) to all

when received Commit (b, id, c, D) from ¢

pre: ballid] = b
cmdlid] « ¢

abal[id] < b

Dep[id] <~ D
phase[id] <— COMMIT

Figure 5.3: EPaxos™: commit protocol. Self-addressed messages are delivered immediately.
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submit(c) submit(c”) recover(id")
N
p1 PreAccept Commit execute(c) PreAccept // Nop
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Figure 5.4: Example of an EPaxos* run with pairwise conflicting commands ¢, ¢/, and ¢’, with
identifiers id, id’ and id”, respectively. We assume n =5, f = 2 and e = 1. During the run, process
p1 is briefly disconnected (//), while ps and ps fail ().

Fast path. The coordinator takes the fast path (line 24) if: (i) quorum @ is fast, i.e.,
contains at least n — e processes (recall that e < f); and (7i) all the dependencies received from
the processes in () are identical to the initial ones. In this case the coordinator broadcasts
a Commit message, which informs all the processes about the agreed dependencies. Upon
receiving this message (lines 39), a process advances the command to the COMMIT phase,
making it eligible for execution (§5.7.3).

For example, consider Figure 5.4, where n =5, f = 2 and e = 1. Process p; coordinates a
command ¢ with identifier id, and sends a PreAccept message with () as its initial dependencies.
Since this command is the first one to be received at py, p3 and py, they reply with (). Together
with pp, these processes form a fast quorum of size n — e = 4. Thus, p; immediately sends a
Commit message for id (depicted by dashed lines).

The fast path mechanism ensures that the protocol is e-fast, as defined in §4.4. To see why,
consider some E-faulty synchronous run with |E| < e. Assume that a conflict-free command ¢
is submitted by a process p at time t, and let D, be the initial dependencies that p sends in a
PreAccept message for c¢. Since c¢ is conflict-free, each conflicting command ¢ either belongs
to Dy, or cannot be submitted until ¢ is executed at some process. Then every PreAcceptOK
message for ¢ sent back to p will carry Dy. Since at most e processes fail, there will be n — e
such messages. Then, since the run is synchronous, p will execute ¢ by ¢t + 2A.

Slow path. If the coordinator does not manage to assemble a fast quorum agreeing on
the dependencies, it takes a slow path (line 26), which requires an additional round of
communication. The coordinator computes the final dependencies of the command as the
union of the proposals it received in PreAccept0Ks and broadcasts them in an Accept message,
analogous to the 2a message of Paxos. A recipient records the dependencies, advances the
command to an ACCEPT phase, and replies to the coordinator with AcceptOK, analogous to the
2b message of Paxos (line 28). Once the coordinator receives a quorum of AcceptOK messages
(line 36), it broadcasts a Commit message, informing the processes that the dependencies have
been agreed. The slow path code is reused at ballots > 0, and thus, the above messages carry
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the ballot of the coordinator. A process records the last ballot where it accepted a slow path
proposal for each command in an abal array (line 31).

For example, in Figure 5.4 process ps coordinates a command ¢ with identifier id’, and sends
a PreAccept message with () as its initial dependencies. Since processes p3 and py receive this
message after pre-accepting a conflicting command ¢ with identifier id, they reply with {id}.
Due to this disagreement, p; takes the slow path, and proposes {id} as the dependencies
for id’. This value is committed after another round of communication. In the end, id’ is
executed after id (§5.7.3).

Ordering guarantee. A key property of the above protocol is that it preserves Invariant 2
for pairs of conflicting commands committed at ballot 0: at least one of the two commands is
in the dependency set of the other.

Proof of Invariant 2 for ballot 0. Take two distinct commands id and id’, committed at ballot
0 with payloads ¢ and ¢ and dependency sets D and D', respectively. Assume that ¢ < c.
According to line 23, there is a quorum ) of PreAcceptOK(id, D,) messages such that
Q| > n— fand D = Uyeq Dy Similarly, there is a quorum Q' of PreAccept0K(id’, D)
messages such that [Q'| > n — f and D" = U,eq D,. By line 15, before sending PreAcceptOK,
processes in () (respectively, Q') store ¢ (respectively, ¢’) in cmd. Since n > 2f + 1, we have
IQNQ'| >n—2f>1, and thus QN Q' # 0. Take any process ¢ € QN Q' and assume without
loss of generality that ¢ sends PreAcceptOK(id, D,) before PreAccept0OK(id’, D;). Then the
computation at line 18 ensures that id € Dj, and thus id € D'". H

On memory management. Command identifiers serve two purposes in the protocol. They
avoid to send multiple times the payload of a command, saving bandwidth. They also permit
encoding dependencies as version vectors. Detailing memory management in the protocol is
out of the scope of this thesis. We simply note here that due to this encoding some processes
may not know the payload associated to an identifier. This plays an important role when
recovering as detailed in the next section.

5.2.3 Recovery Protocol

If a coordinator of a command is suspected of failure, another process is nominated to take
over. In Figure 5.5 we present the protocol according to which a replica p invokes the recovery
mechanism for a command id. The protocol relies on per-command leader detectors: each
command id has its own leader detector 2[id], which eventually outputs the same correct
process at all replicas §2.5. Process p periodically checks whether id is committed. If not,
it sends a TryRecover message to Q[id]| (line 47), asking the process currently believed to
be the coordinator of id to impose its leadership. Upon receiving TryRecover(id), a process
checks whether it considers itself the coordinator of id and, if so, starts recovery (line 51).

Recall that in EPaxos*, a command id submitted with payload ¢ may sometimes be committed
as a Nop. To ensure that every command submitted by a correct process is eventually executed,
a process resubmits its original payload if it detects that id was replaced by a Nop (lines 48-49).
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45 periodically (with increased delays)

46 if phase[id] # coMMIT then

a7 send TryRecover(id) to §2[id]

a8 | else if cmd[id] = Nop A p = coord(id) then
49 submit(init_cmd]id))

50 when received TryRecover(id)
51 L if p = Q[id] then recover(id)

Figure 5.5: EPaxos™: recovery policy of a command id at a process p.

Note that commands are committed as Nop only during recovery, and this stops occurring
once the system becomes synchronous.

Once elected, the new coordinator executes a recovery protocol for a command with identifier
id by calling recover(id) in Figure 5.6 (for now, we ignore the red parts of the code, which is
explained in §5.3). The coordinator picks a ballot it owns higher than any it has previously
participated in and asks processes to join it with a Recover message, analogous to the 1A
message of Paxos. Processes join the ballot if they do not already participate in a higher one.
In this case they reply with a RecoverOK message, which is analogous to the 1B message of
Paxos and carries all the local information about the command being recovered (lines 55).
The new coordinator waits until it receives RecoverOK messages from a quorum () of at least
n — f processes (line 59), after which it computes its proposal for the dependency set. To
maintain consensus on dependencies (Invariant 1), the new coordinator must propose the
same dependencies that were decided in earlier ballots, if any. The latter could be done either
on the slow or the fast path, and the protocol addresses the two cases separately.

Recovering slow path decisions. As in Paxos, the new coordinator first considers the
subset U C @ of processes with the highest reported abal (line 62, assigned at line 31): the
states of these processes supersede those from lower ballots. If a process in U has already
committed the command ¢d (line 63), then the coordinator broadcasts a Commit message with
the committed dependency set. Similarly, if a process in U has accepted the command ¢d
(line 65), then the coordinator resumes the commit protocol interrupted by its predecessor
by broadcasting an Accept message with the accepted dependency set and the new ballot.
These rules are enough to recover dependencies committed via the slow path: in this case
there must exist a quorum of > n — f processes each having phase[id] € {ACCEPT, COMMIT};
since n > 2f + 1, this quorum intersects with the recovery quorum @), so one of the conditions
at lines 63 or 65 must hold.

Recovering fast path decisions. FEven if none of the processes in U has committed or
accepted id, it is still possible that the initial coordinator committed the command via the
fast path. The recovery of such decisions is much more subtle. A naive approach would
be to do this similarly to Fast Paxos [45]. If id took the fast path then, since the size of
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52 recover(id):
53 let b = (a ballot owned by p such that b > bal[id])
54 | send Recover(b,id) to all

55 when received Recover(b, id) from ¢

56 pre: bal[id] < b

57 bal[id] «+ b

58 send Recover0K(b, id, abal[id], cmd[id], Dep[id], init_dep[id], phase[id]) to ¢

59 when received RecoverOK(b, id, abaly, ¢y, dep,, init_dep,, phase,) from all ¢ € Q
60 | pre: ballid =bA|Q| >n—f

61 | let by = max{abal, | ¢ € Q}

62 let U={qe Q| abal, = bpax}

63 if dg € U. phase, = COMMIT then

64 send Commit(b, id, c,, dep,) to all

65 else if Jg € U. phase, = ACCEPT then

66 send Accept(b, id, cq, dep,) to all

67 else if coord(id) € () then

68 send Accept (b, id, Nop, () to all

69 else if 3R C Q. |R| > |Q| — e AVq € R. (phase, = PREACCEPT A dep, = init_dep,) then
70 let R..« be the largest set R that satisfies the condition at line 69

71 let (¢, D) = (c,, dep,) for any ¢ € R

72 send Validate(b, id, ¢, D) to all processes in )

73 wait until received ValidateOK(b, id, I,) from all ¢ € @)

74 let I =Uyeq Iy

75 if I = then send Accept(b, id,c, D) to all

76 else if (3(id',cOMMIT) € I) V (|Rpax| = |Q] —e AT(id',_) € I.coord(id') ¢ Q) then
77 send Accept(b, id, Nop, §)) to all

78 else

79 send Waiting(id, |Ry.x|) to all

80 wait until

81 case 3(id', _) € I. phase[id'] = comMIT A (cmd[id] # Nop A id ¢ Dep[id’]) do
82 ‘ send Accept(b, id, Nop, ) to all

83 case V(id', _) € I. phase[id'] = coMMIT A (cmd[id’] = Nop V id € Dep[id']) do
84 ‘ send Accept(b, id, c, D) to all

85 case 3(id',_) € I. (p received Waiting(id',k')) AN k' >n— f—e do

86 ‘ send Accept(b, id, Nop, }) to all

87 case p received Recover0OK(b, id, _, cmd, dep, _, phase) from coord(id) do
88 if phase = comMIT then send Commit(b, id, cmd, dep) to all

89 else send Accept(b, id, Nop, ) to all

90 | else send Accept(b,id, Nop, ) to all

91 when received Validate(b, id, ¢, D) from ¢

92 pre: bal[id] =b

93 (emd[id], init_cmdlid], init_dep) + (¢, ¢, D)

94 | let I ={(id,phase[id])|id & D A

(phase[id'] = coMMIT = cmd[id'] # Nop A cmd[id'] 1 ¢ A id ¢ Deplid']) A
(phase[id'] # coMMIT = init_cmd[id'] # L Ainit_cmd[id'] > ¢ A id ¢ init_deplid'])}
95 send ValidateOK(b, id, I) to all

Figure 5.6: EPaxos™: recovery protocol at a process p. Self-addressed messages are delivered
immediately. Ignore the red parts of the code to disable coordinator optimization.
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the fast quorum is n — e (line 24), at least || — e processes in the recovery quorum @
must have preaccepted id’s initial dependencies. Thus, if the latter condition is satisfied
(line 69), the new coordinator could recover the command id with its initial dependencies by
broadcasting them in an Accept message in the new ballot (line 75). This approach would
preserve Invariant 1, but it would break Invariant 2, as we now illustrate..

ExXAMPLE 2. Consider again Figure 5.4. After commands id and id’" are committed with
payloads ¢ and ¢, process p; submits another command id”, with payload ¢” that conflicts with
c and . The initial dependency of id” is {id}. Since p, did not participate in committing id’,
it preaccepts id” with its initial dependencies. At this point, suppose the network connection
of p; is briefly disrupted. Process p, suspects that p; failed and starts recovering id”. If
it gathers a quorum Q;v = {p1,p2,ps}, it will observe itself and p; voting for the same
dependency set {id}. Together with py and ps these processes could have formed a fast
quorum {pi, pa, pa, ps} to commit id” with {id}. Thus, p, may think that it must recover id”
to preserve Invariant 1. But this breaks Invariant 2, and thus, Consistency (§2.6).

Validation phase overview. The above pitfall arises because the new coordinator can only
suspect that a command took the fast path, since it observes only a part of the fast quorum:
|Q| — e votes out of n — e. The coordinator can then resurrect commands (such as id” in
Example 2) that did not actually take the fast path and are missing from the dependencies
of conflicting commands (such as id"). To avoid this, EPaxos* augments the above naive
recovery with a special validation phase, which performs a more precise analysis of whether
the command being recovered could have taken the fast path. This validation phase is the
key novel contribution of our protocol: as we explain in the following, it is simpler than the
original EPaxos recovery, and has been rigorously proved correct (§5.7).

During the validation phase, the new coordinator sends to its recovery quorum () a Validate
message with the payload ¢ and the dependencies D that it would like to propose in the
new ballot for the command being recovered (line 72). The recipients reply with ValidateOK
messages carrying additional information (line 95). To see what kind of information is helpful
to the new coordinator, consider again the above example. Process p3 € ;7 committed id’
with dependencies that do not contain id”, and thus it knows that id” could not take the fast
path with a dependency set that does not contain 4d’: this would contradict Invariant 2 for
commands committed at ballot 0, which always holds, as we proved in §5.2.2. In this case,
we say that command id" invalidates the recovery of id”. The ValidateOK messages carry a
set I including the identifiers of such commands (the first implication at line 94).

DEFINITION 11 (INVALIDATING COMMANDS). A command id invalidates the recovery of a
command id with a payload ¢ and a dependency set D, if a process has committed id" with a
payload ¢’ # Nop and a dependency set D' such that ¢ x<ic, id' ¢ D and id ¢ D'.

As illustrated by the above example, recovering id with ¢ and D in the presence of an
invalidating command would violate Invariant 2. Hence, in this case the coordinator aborts
the recovery of id by proposing Nop as its payload in the new ballot. In §5.7 we prove that
this does not violate Invariant 1 For instance, if the invalidating command is committed at
ballot 0, then this follows from the proof of Invariant 2 for ballot 0 given in §5.2.2.
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ValidateOK messages also include the identifiers of potentially invalidating commands — those
that are not yet committed but may become invalidating once they are (the second implication
at line 94).

DEFINITION 12 (POTENTIALLY INVALIDATING COMMANDS). A command id' potentially
invalidates the recovery of a command id with a payload ¢ and a dependency set D, if a process

has not committed id’, but stores it with an initial payload ¢ and an initial dependency set
D}, such that ¢ x<ic, id' ¢ D and id & D).

It is easy to see that any uncommitted command id’ that may eventually invalidate id must
satisfy this definition. Indeed, the initial dependencies D} of id" are always included into its
committed dependencies (line 18). Hence, if id € D}, then id" cannot be committed with
dependencies D’ such that id ¢ D', and thus id’ cannot invalidate id. If the coordinator finds
potentially invalidating commands, it cannot yet determine whether it is safe to recover id.
Thus, it waits for those commands to be committed before making a decision.

Validation details. In more detail, upon receiving ValidateOK messages from the recovery
quorum @ (line 73), the new coordinator acts as follows:

1. If no invalidating commands are detected at the quorum, the coordinator recovers
id with ¢ and D (line 75). In this case, no invalidating command will appear in the
future: since the payload c is now stored at the quorum (line 93), any future conflicting
command will depend on #d.

2. If some invalidating command is committed, then the coordinator aborts the recovery
of id by replacing its payload with a Nop command (line 76).

3. If none of the above holds, the coordinator waits until the potentially invalidating
commands are committed. If some of these commands end up being invalidating, just
like in 2, the coordinator aborts the recovery of id (line 81). Otherwise, the coordinator
recovers id with ¢ and D (line 83).

4. Ttem 3 may require the coordinator of id to wait for a potentially invalidating command
id' that is itself undergoing recovery. The recovery of id’ may then also need to wait
for another command. One may get worried that this will lead to cycles of commands
waiting for each other, making the protocol stuck. Fortunately, if the coordinator of
id finds out that id’ is itself blocked, the coordinator can stop waiting for id’. To
enable this, before any process starts the wait at line 80, it broadcasts a Waiting
message, carrying the identifier of the command it is recovering (line 79). While the
coordinator of id is waiting, it listens for Waiting messages from other coordinators.
Upon receiving Waiting(id'), the coordinator aborts the recovery of id (line 85). The
following proposition implies that this is safe because, in this case, id could not take
the fast path.

PROPOSITION 13. Consider commands id and id with conflicting initial payloads ¢ and ¢,
and assume that neither of the commands is included in the initial dependencies of the other.
If a message Waiting(id') has been sent, then id did not take the fast path.
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Proof. By contradiction, assume that id takes the fast path with a fast quorum Qy, i.e.,
|Qs| > n — e and all processes in )y pre-accepted id with its initial dependencies D (line 24).
Since Waiting(id') has been sent, there exists a recovery quorum @’ and a set R’ C Q' such
that |[R'| > |Q'| —e > n — f — e and all processes in R’ pre-accepted id with its initial
dependencies D’ (line 69). Since n > 2e+ f+1, the intersection of )y and R’ has a cardinality
>n—e)+(n—f—e)—n=n—2e— f>1. Thus, some process p pre-accepted id with
D and id" with D’. Assume without loss of generality that the former happens before the
latter. When p pre-accepts id, it assigns cmd[id] to ¢ (line 15). It is easy to see that, at
any time after this, p has cmd[id] = ¢ or cmd[id] = Nop. In particular, this holds when p
pre-accepts id’. Then, since ¢ > ¢’ and Nop i ¢, line 18 implies id € D’, which contradicts
our assumption. L]

5.3 Optimized Protocol

We now explain how to optimize the protocol presented so far to require n > max{2e + f —
1,2f 4 1}, which matches the lower bound in Theorem 3. For n = 2f + 1 this allows setting
e = [1] - the threshold the original EPaxos aimed to achieve [55]. In particular, for the
values n = 3 and n = 5, frequent in practice, e can be a minority of processes. In these cases,
the fast path contacts quorums of the same size as in the usual, slower Paxos [42].

The optimization is enabled by adding the code highlighted in red to the recovery protocol in
Figure 5.6. First, before attempting to recover a fast path decision for a command id, the
new coordinator checks whether the initial coordinator of id belongs to the recovery quorum
(line 67) — if so, it aborts the recovery, proposing a Nop. This is safe because in this case id
cannot take the fast path. Indeed, the initial coordinator of id could not take the fast path
before sending its RecoverOK message: otherwise, it would report the command as committed,
and the new coordinator would take the branch at line 63. The initial coordinator will also
not take the fast path in the future: when sending RecoverOK, it switches to a ballot > 0,
which disables the fast path (line 22).

We also make a similar change to the case when the new coordinator waits for potentially
invalidating commands to commit (line 80). If the new coordinator receives a Recover0OK
message for id from its initial coordinator during this wait (line 87), it can immediately
determine if id took the fast path from the information in the message and finish the recovery.

The above changes could also be incorporated into the baseline EPaxos™ protocol from §5.2
as optional optimizations. But as we explain in the following, they are required for the
correctness of the protocol we present in this section, which works with fewer processes.

Another change is that the new coordinator of id aborts the recovery if the number of processes
in the recovery quorum @ of id that satisfy the condition at line 69 is exactly |Q] — e, and the
coordinator of some potentially invalidating command is not in @ (line 76). The following
proposition shows that this is safe.

PROPOSITION 14. If the first disjunct at line 76 does not hold, but the second one does, then
id did not take the fast path.
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Proof. By contradiction, assume that id takes the fast path with a fast quorum Qy, i.e.,
|Qs| > n — e and all processes in )y pre-accepted id with its initial dependencies D (line 24).
By our assumption, |Ry.| = |Q| — € and for some id" and phase’ we have (id', phase’) € I,
coord(id’) ¢ Q, and phase’ # cOMMIT. By line 94, we also have id’ ¢ D. Let D’ be the initial
dependency set of id". Notice that by lines 17 and 93, whenever a process has init_cmd[id'] # L,
it also has init_dep[id'] = D’. Then by line 94, the process whose ValidateOK message resulted
in (id', phase’) being included into I at line 74 must have had id ¢ init_dep[id'] = D’. Moreover,
by the same line, id and id have conflicting initial payloads. Since |Ru.x| = |Q] — e, we
know that |Q)| — e processes in ) pre-accepted id with D, and the remaining e did not. Since
|Qf| > n — e processes pre-accepted id with D, all processes that are not in () must belong to
Q. Then since coord(id’) ¢ Q, we must have coord(id') € @y, so coord(id’) pre-accepted
id with D and id" with D’. Given that the initial payloads of id and id’ conflict, we obtain a
contradiction in the same way as in the proof of Proposition 13. O

Finally, in the baseline protocol the new coordinator of id could abort the recovery if it
received a Waiting(id') message for a potentially invalidating command 4d’ (line 85). This
cannot generally be done in the optimized protocol, because Proposition 13 no longer holds:
its proof relies on the fact that any two sets of n — e and n — f — e processes intersect, which
is not ensured with n > max{2e + f — 1,2f + 1}. Hence, the optimized protocol imposes an
additional constraint on when the new coordinator can abort the recovery. Each Waiting
message sent at line 79 includes the size of the largest set R satisfying the condition at line 69.
Then if the new coordinator of id receives Waiting(id', k'), it can only abort the recovery if
k' > n — f —e. The following weaker version of Proposition 13 shows that this is safe.

PROPOSITION 15. Let id and id' be two commands with conflicting initial payloads ¢ and c .
Assume that neither of the commands is included in the initial dependencies of the other. If a
message Waiting(id', k') has been sent with k' > n — f — e, then id did not take the fast path.

Proof. By contradiction, assume that id takes the fast path with a fast quorum Qy, i.e.,
|Qf| > n — e and all processes in @)y pre-accepted id with its initial dependencies D (line 24).
Since Waiting(id', k') has been sent, there exists a recovery quorum @’ and a set R’ C @' such
that |R'| = k' > n— f —e and all processes in R’ pre-accepted id" with its initial dependencies
D’ (line 69). Moreover, coord(id’) also pre-accepted id’ with D', and line 67 ensures that
coord(id') ¢ R'. Since n > 2e + f — 1, the intersection of Q; and R U {coord(id')} has
a cardinality > (n —e)+(n— f —e+2)—n =n—2e— f+2 > 1. Thus, some process
pre-accepted id with D and id’ with D’. From this we obtain a contradiction in the same
way as in the proof of Proposition 13. n

Even though the optimized protocol restricts when the recovery can be aborted because of
Waiting messages, the recovery eventually terminates.

PROPOSITION 16. Every command id is eventually committed at all correct processes.

The full proof of correctness for EPaxos™* is given in §5.7 and uses the invariants and
propositions we have presented so far.

THEOREM 4. EPaxos™ implements an f-resilient e-fast SMR protocol, provided n > max{2e+

f—=12f+1}.
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12¢  send PreAccept(id, c, {id’ | cmd[id'] > c}) to
any (@ such that |Q|=n—eApeQ

19t if Vid € Deplid]. phase[id] # START then 27t if |Q>n—enVqgeQ\{p}.

20t phase[id] <~ PREACCEPT Dy =D AN OK, = 0K then

21t send PreAccept0K(id, Dep[id], OK) to ¢ 28t send Commit(0, id,cmd[id], D) to all
22t else

23t send PreAccept0K(id, Dep[id],KO0) to ¢

Figure 5.7: EPaxos™ (thrifty): modifications to the commit protocol. Self-addressed messages are
delivered immediately. The unchanged portions of the code are highlighted in gray.

5.4 Thrifty Protocol Version

The EPaxos* protocol can also be changed to incorporate the thrifty optimization of the
original EPaxos. This allows the coordinator to take the fast path even when the rest of
the fast quorum processes disagree with it on dependencies, provided they agree among
themselves. In exchange, the coordinator has to select the fast quorum it will use a priori,
and communicate only with this quorum. Hence, the coordinator will not be able to take
the fast path even with a single failure, if this failure happens to be within the selected fast
quorum. Thus, the resulting protocol is no longer e-fast for any e (§4.4).

Figures 5.7-5.8 show the modifications to the optimized EPaxos™ (§5.3) that yield the thrifty
version of the protocol. Like in §5.3, we assume n > max{2e + f — 1,2f + 1}.

Modifications to the commit protocol (Figure 5.7). In thrifty mode, processes send
the PreAccept message to a single fast quorum, which must consist of exactly n — e processes
(line 12t). Processes are then permitted to take the fast path with any dependency set D,
different from the initial one, as long as all processes in the fast quorum, except the original
coordinator, agree on it (line 27t). One important restriction is that processes in the fast
quorum prevent the fast path for a command id if they observe that id must depend on a
command in the start phase (line 19t). This condition is required to ensure liveness (§5.7).

Modifications to the recovery protocol (Figure 5.8). Since in the thrifty version the
fast path can be taken with any dependency set, we also need to adjust the recovery protocol:

o In the thrifty version, a new coordinator suspects that the command id may have taken
a fast path only if all processes in the recovery quorum pre-accepted id with the same
dependencies D, and there are at least |Q)| — e such processes (line 69t). Since the thrifty
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e9t else if 3D.3R.[R| > |Q] — e A (Vq € Q. phase, = PREACCEPT <=> q € R) A (Vq € R. dep, = D) then

70t let R,.x be the largest set R that satisfies the condition at line 69t
71t let (¢, D.Dy) = (cmdy, dep,, init_dep,) for any ¢ € R
72t send Validate(b, id, ¢, D, Do) to all processes in )
79t send Waiting(id, D, |Ryax|) to all
85t case 3(id',_) € I. p received Waiting(id',D',k') Nid ¢ D' ANK' >n— f —e do
86t ‘ send Accept(b, id, Nop, ), _) to all
90t case p received Recover0K(b, id, abal, cmd, dep, _, phase) with
phase # START A (phase # PREACCEPT V dep # D) do
91t if phase = comMIT then send Commit (b, id, cmd, dep) to all
92t else if phase = ACCEPT then send Accept(b, id, cmd, dep, _) to all
93t else send Accept(b, id, Nop,(, _) to all
91t when received Validate(b, id,c, D, Dy) from ¢
93¢ (emd[éd], init_cmd][id], init_dep[id]) < (¢, ¢, Dy)

Figure 5.8: EPaxos™ (thrifty): modifications to the recovery protocol at a process p. Self-addressed

messages are delivered immediately. Coordinator optimization is enabled.

version uses a single fast quorum, any disagreement on pre-accepted dependencies at

line 69t indicates that the command could not have taken the fast path.

o Each Validate message now includes an additional argument to carry the initial
dependency set (lines 71t-72t, 91t, 93t): it may be different from the recovering set D.

o In the thrifty version, we add a constraint on when a new coordinator may abort a
command 7d upon receiving a Waiting message for a potentially invalidating command
(line 85 in Figure 5.6). This adjustment is needed because the proof of Proposition 15
(§5.3) assumes that the fast path uses only initial dependencies, which no longer holds
in the thrifty version. To address this, Waiting messages include the suspected fast
path dependencies of the recovered command (line 79t), and the new coordinator aborts

id only if it is not among them (line 85t).

o Finally, to guarantee liveness, the recovering process also reacts to RecoverOK messages
while it is still waiting to commit or to receive a Waiting message for a potentially
invalidating command (line 90t). In this case, the process treats the extra RecoverOK as
if it were already part of its recovery quorum: if it is in the commit or accept phase, it
commits (line 91t) or accepts id (line 92t); otherwise, if the pre-accepted dependencies

differ from D, it aborts id (line 93t).
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5.5 Comparison with the Original Egalitarian Paxos

The main subtlety of the original EPaxos protocol for ¢ = (%1 is the failure-recovery
procedure. When there is a suspicion that a command id took the fast path with payload ¢
and dependency set D (akin to line 69 in Figure 5.6), the new coordinator in EPaxos performs
a Tentative Preaccept phase: it tries to convince at least f 4+ 1 processes to preaccept the
values ¢ and D for id (as in line 13). Unlike our Validation phase, the Tentative Preaccept
phase has a side effect: processes participating in it that did not already know about the
command id store the dependencies suggested by the new coordinator. As we now explain,

this difference makes the protocol more complex and error-prone.

Safety. As mentioned in §5.1, Egalitarian Paxos has a bug in its use of Paxos-like ballot
variables: the protocol uses a single ballot variable instead of two. Because recovery in this
protocol is much more complex than in Paxos, fixing this is nontrivial. In particular, when a
process tentatively preaccepts a command, it is unclear if the second variable (corresponding
to our abal) should be updated or not. We avoid this choice altogether by not forcing a
process to commit to a choice of dependencies during the validation phase.

As we also mentioned in §5.1, the available protocol descriptions [55, 53] only detail recovery
for the thrifty version of the protocol, where the coordinator fixes a fast quorum for each
command (§5.4). Adjusting it to the non-thrifty version (corresponding to our protocol in
§5.2-§5.3) is also nontrivial. The reason is that, in EPaxos, the new coordinator recovering
a command may encounter processes in its recovery quorum that tentatively preaccepted
dependencies proposed by past coordinators. For each such process, the new coordinator
needs to check whether the old coordinator is part of the initial fast path quorum or not [53,
page 43, conditions 7.d and 7.e|. It is unclear how this check can be done in the non-thrifty
version, where any process can potentially be part of the fast quorum that committed the
command. Without this missing piece of information, the non-thrifty version of EPaxos is
incomplete.

Liveness. In the thrifty version of EPaxos, two recovery attempts for the same command
with different dependencies can block each other indefinitely. For example, some processes
may tentatively preaccept D or D', preventing either set from gathering the necessary f + 1
preaccepts, causing a recovery deadlock. We detail this bug in §5.8.

Another liveness problem comes from the fact that a process does not tentatively preaccept
D and c if it has already recorded an interfering command id’" — analogous to an invalidating
command in EPaxos*. Any interfering command 4d’ is reported back to the new coordinator.
When the coordinator receives this information, it pauses the recovery of id and starts
recovering id’. As a consequence, multiple processes simultaneously may attempt to coordinate
the same command, even past GST, which may block progress. In EPaxos* we avoid this
problem due to our use of Waiting messages (lines 80-89).

5.6 Comparison with EPaxos Derivatives

The EPaxos protocol has inspired a number of follow-up works, surveyed in [51, 68, 80]. In
particular, several proposals of protocols with similar architecture tried to achieve better
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performance in failure-free cases [24, 2, 25]. However, none of these protocols has optimal
failure-tolerance: the values of e and f they admit are lower than what is required by our
Theorem 3, and what EPaxos aimed to achieve.

As shown in [25], follow-ups to EPaxos, such as Caesar [2] and Atlas [24], suffer from high
tail latency due to a convoy effect. Tempo [25] uses a decentralized timestamping mechanism
to reduce the convoy effect in leaderless SMR, but does not fully eliminate it. Mencius [52]
distributes leader responsibilities round-robin. When conflicts are rare, this protocol is slower
than EPaxos [55, 24].

Janus [59] adapted EPaxos to implement transactions. Due to the complexity of the original
protocol, it used its unoptimized version where fast quorums contain all processes. Our
EPaxos™* protocol can serve as a basis for a variant of Janus that reduces the fast quorum size
without compromising correctness.

Gryfl [6] integrated EPaxos with ABD [3] to improve the performance of writes in distributed
key-value stores, while Tollman, Park and Ousterhout [79] proposed an enhancement to
EPaxos that improves its performance. Since these works use EPaxos as a black box, they
inherit its bugs. Our version would be a drop-in correct replacement.

5.7 Proof of Correctness

We now prove Theorem 4, i.e., that EPaxos™* satisfies the specification of the fast SMR protocol
(§4.4). This proof covers all the variants of the protocol we presented: the baseline protocol
(§5.2), its optimized version (§5.3), and its thrifty version (§5.4). In the following we make it
clear which parts of the proof are relevant for which version of the protocol. The proof relies
on the low-level invariants listed in Figure 5.9. We omit the proofs of Invariants 3-7, as they
easily follow from the structure of the protocol.

Proof of Invariant 8 (all protocol versions). Assume that a process p pre-accepts a command
id with a payload ¢ with a dependency set D and a command id’ with a conflicting payload ¢’
and a dependency set D’. Without loss of generality, assume that the former happens before
the latter. By the time p sends PreAcceptOK(id', D’) it has cmd[id] = ¢ or cmd[id] = Nop
(Invariant 6). Then, since ¢ <1 ¢ and Nop < ¢, by line 18, id € D', as required. H

Proof of Proposition 14 (thrifty protocol). By contradiction, assume that id takes the fast
path with a fast quorum @y. Hence, |Qf| > n — e, all processes in () except coord(id)
pre-accepted id with a dependency set D (line 27t), and coord(id) pre-accepted id with a
set Do C D (because it handles its own PreAccept message immediately). Before executing
line 76, a recovering process executes line 69t, and satisfies the condition at this line for D
(Invariant 7). Hence, V(id', _) € I.id" ¢ D (line 94). By the assumption of the proposition,
|Rumax] = |Q| — e and for some id" we have (id’, phase’) € I, where coord(id') ¢ Q and
phase’ # cOMMIT. Let D’ be the initial dependency set of id’. Notice that by lines 17 and
93, whenever a process has init_cmd[id'] # L, it also has init_dep[id'| = D’. Moreover, by
line 94, the process whose ValidateOK message resulted in (id’, phase’) being included into
I must have had id ¢ init_dep[id'] = D’; and by the same line, id and id’ have conflicting
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3. Each command is pre-accepted at most once by each process.

4. Once a process moves a command to the ACCEPT or COMMIT phase, it remains in one
of these phases for the entire execution.

5. At every process and for every id, if abal[id] > 0, then phase[id] € {ACCEPT, COMMIT}.

6. Assume that at time ¢ a process p pre-accepts or validates a command id with a payload ¢
(i.e., p executes line 15 or line 93). At any moment after ¢, the process p has cmd[id] = ¢
or cmd[id] = Nop, with the latter possible only if phase|id| # PREACCEPT.

7. Assume that a process sends Commit(0, id, ¢, D) on the fast path (line 25). If a process
executes line 69 (or line 69t), then the condition in this line evaluates to true, and only
for the dependency set D.

8. If a process sends PreAcceptOK(id, D) and PreAcceptOK(id', D) for two commands
with conflicting initial payloads, then id € D’ or id’ € D.

9. Assume that a quorum of processes has received Accept(b, id, c, D) and replied with
AcceptOK(b, id).

(a) For any Accept(V',id,c, D) sent, if b > b, then ¢ = ¢ and D’ = D;

(b) For any Commit(V, id,c, D') sent, if b’ > b, then ¢ = c and D' = D.
10. Assume that a process sends Commit(0, id, ¢, D) at line 25.

(a) For any Accept(_,id,d, D) sent, ¢ = c and D' = D;

(b) For any Commit(_,d,c, D’) sent, ¢ = c and D' = D.

Figure 5.9: Additional invariants of EPaxos™.

initial payloads. Since |Ryax| = |Q| — e, we know that |@Q)| — e processes in ) pre-accepted id
with D, and the remaining e did not. Moreover, by line 67, coord(id’) is not among these e
processes. But then since |Qf| > n — e, all processes that are not in ) must belong to Q).
Then since coord(id') ¢ @, we must have coord(id’) € Q. Thus, coord(id’) pre-accepted id
with either D or Dy C D, and it also pre-accepted id’ with D’. But then, since the initial
payloads of id and id' conflict, by Invariant 8, either id’ € D or id € D', which contradicts
the facts we have established before. m

PROPOSITION 17 (THRIFTY PROTOCOL, COUTERPART OF PROPOSITION 15). Assume
that n > 2e + f — 1 and that Waiting(id, D, k) and Waiting(id', D', k') have been sent for
commands with conflicting initial payloads such that id ¢ D' and id' ¢ D. Ifk' >n — f —e,
then id did not take the fast path.

Proof. By contradiction, assume that id takes the fast path with a fast quorum @)¢. Hence,
|Qf| > n — e, all processes in ) except coord(id) pre-accepted id with a dependency set
D (line 27t), and coord(id) pre-accepted id with a set Dy C D (because it handles its
own PreAccept message immediately). By Invariant 7, the condition at line 69t is satisfied
for D. Since Waiting(id, D, k) has been sent, it must be the case that D = D. Since
Waiting(id', D', k') has been sent, there exists a recovery quorum Q' and a set R’ C @’ such
that |R/| = k¥ > n — f — e and all processes in R’ pre-accepted id" with dependencies D’
(line 69t). Moreover, coord(id') pre-accepted id’ with a set Dj C D', and line 67 ensures that
coord(id’) ¢ R'. Since n > 2e + f — 1, the intersection of Q; and R’ U {coord(id')} has a
cardinality > (n—e)+(n—f—e+2)—n =n—2e— f+2 > 1. Thus, some process pre-accepted
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id with either D or Dy C D, and this process also pre-accepted id’ with either D’ or D) C D’'.
But then by Invariant 8, either id’ € D or id € D', contradicting our assumption. O]

Proof of Invariant 9a (all protocol versions). Assume that a quorum of processes Qo has
received Accept(b, id, c, D) and replied with AcceptOK(b, id). We prove by induction on ¥
that for any Accept(V',id, ', D) sent, if ¥’ > b, then ¢ = ¢ and D = D’. The base case of
b' = b trivially holds because the Accept message is sent at most once per ballot and each
ballot is owned by a single process.

For the induction step we focus on the handler at line 59, as this is the only handler that
causes processes to send Accept messages for ballots greater than b. Assume that process p
executes this handler upon receiving RecoverOK(V, id, abaly, ¢y, dep,, init_dep,, phase,) from
each process ¢ in a quorum Q. Let byax = max{abal, | ¢ € @} be the ballot computed at
line 61. Since Qg N Q # 0, there exists a process ¢ that sends both messages Accept0OK(b, id)
and Recover0OK. When ¢ sends Recover0K it sets bal[id] to &/. Since b’ > b, by the precondition
at line 29, process ¢ has to send AcceptOK(b, id) before sending RecoverOK. Hence, byayx > b.

Assume first that by, = b. After sending AcceptOK(b, id), the process ¢ has phase[id] €
{AccepT,coMMIT} (Invariant 4). Hence, ¢ satisfies either the condition at line 63 or the
condition at line 65. Thus, process p sends Accept (¥, id,, D") from line 66. Consider any
¢ € (@ satisfying the condition at line 65. Since abaly = bmax = b, process ¢’ stores the
payload and the dependencies that it received in the Accept(b, id,c, D) message from the
coordinator of id at b. Hence, ¢ = ¢ and D' = D, as required.

Assume now that by.x > b; then b, > 0. Furthermore, by Invariant 5, at any process, any
command with a ballot greater than 0 is either accepted or committed. This means that
process p sends Accept (¥, id, ', D') from line 66. By line 65, there exists a process ¢ € @
with phase, = ACCEPT, abaly = bmax, ¢y = ¢ and dep, = D’. The process ¢’ thus received
Accept(bmax, id, ', D'), so by induction hypothesis, ¢ = ¢ and D’ = D, as required. ]

Proof of Invariant 9b (all protocol versions). Follows from Invariant 9a. n

PROPOSITION 18 (ALL PROTOCOL VERSIONS). At every process, for every id such that
¢ = cmd[id] # Nop, phase[id] = comMIT and Dep[id] = D, one of the two properties holds:

1. There exists a quorum @) such that every process q € () sent a PreAcceptOK(id, D,)
message with Uyeq Dy = D;

2. A process sent an Accept(_, id,c, D) from line 75 or line 84.

PrROPOSITION 19. If Invariant 10a holds until time t then so does Invariant 10b.

Proof of Invariant 10a (all protocol versions). Assume that a process sends Commit (0, id, ¢, D)
at line 25, i.e., id takes the fast path with payload ¢ and dependency set D. Let @Q; be
the fast quorum used for this. We prove by induction on the length of the execution that
for any Accept(b,id, ¢, D’) message sent by a process p, ¢ = ¢ and D' = D. For starters,
let us observe that if b = 0, then the message must be sent at line 27, that is in the
slow path. In such a case, necessarily p = coord(id), i.e., p is the initial coordinator, and
the result is immediate. Now, consider the handler at line 59, which is the only handler
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that results in process p sending the Accept message with b > 0. Let () be a quorum of
Recover0K(b, id, abal,, c,, dep,, init_dep,,, phaseq) messages with which p executes the handler
at line 59, and let byax = max{abal, | ¢ € Q} be the ballot the process computes at line 61.
Process p sends Accept(b, id, ¢, D’) from one of the following lines: 66, 68, 75, 77, 82, 84, 86,
89, 90, 92t, or 93t. We now make a case split on these options.

Lines 66 (baseline and optimized protocol), 92t (thrifty protocols). In all these cases
process p sends the Accept message with the payload ¢’ and dependency set D’ received
from a process ¢ that previously received Accept(V, id,, D') message. But then by
induction hypothesis, ¢ = ¢ and D = D', as required.

Line 68 (optimized and thrifty protocols). Since the conditions at lines 63 and 65 do
not hold, by Invariant 5 we have by,.x = 0. Hence, the coordinator coord(id) € @) sends
a message of the form Recover0K(b, id,0,c, _, _, phase). We know that it also sends
Commit (0, id, ¢, D) at line 25. Moreover, by lines 22 and 56-57, the coordinator sends
Commit before RecoverOK. Since all self-addressed messages are delivered immediately,
it follows that phase = coMMIT. However, because the condition at line 63 does not
hold, it must be that phase # COMMIT: a contradiction.

Line 89 (optimized and thrifty protocols). In this situation, the case at line 87 is triggered.
Process p receives a Recover0K(b, id,0, ¢, _, _, phase) message from the coordinator
coord(id). Before sending RecoverOK the coordinator also sends Commit (0, id, ¢, D) at
line 25. Since all self-addressed messages are delivered immediately, it follows that
phase = COMMIT, contradicting the fact that the condition at line 83 does not hold.

Line 93t (thrifty protocol). The conditions at lines 91t and 92t do not hold. By
line 90t, process p received Recover0K(b, id,0,c, D", _,PREACCEPT) from a process
q # coord(id), with D” # D. Since g has pre-accepted id, it belongs to the fast quorum
of id (line 12). But then, since ¢ # coord(id) and D" # D, by line 27t and Invariant 7,
the initial coordinator cannot take the fast path: a contradiction.

Lines 75, 84 (all protocol versions). In this case D’ satisfies the condition at line 69 (or
line 69t in the thrifty version). Hence, D’ = D (Invariant 7) and ¢’ = ¢ (Invariant 6).

Line 77, executed due to the first disjunct of line 76, and line 82 (all protocol versions).
Before sending the Accept message from one of these lines, p has to satisfy the condition
at line 69 (69t). By Invariant 7, this condition can only be satisfied for the dependency
set D. By lines 76 and 81, and line 94, there exists a process ¢ that has committed
an invalidating command id” with a payload ¢’ and a dependency set D", such that
e’ # Nop, id ¢ D" and id" ¢ D. According to Proposition 18, D" is computed
either from a quorum of processes Q" that pre-accepted id”, or during the recovery
of id"”, after executing line 75 or line 84. The former is impossible: in this case, since
QrN Q" # 0, by Invariant 8 we would have id € D” or id" € D.

Thus, some process ¢” has executed line 75 or line 84 for id” and D”. Before that, ¢”
must have satisfied the condition at line 69 (69t) with D" after receiving a quorum Q"
of RecoverOK messages. Since QN Q" # (), there exists a process ¢ that pre-accepts
id and sends a ValidateOK(_, id", I”) message (line 73). Notice that ¢ must have pre-
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accepted id before sending ValidateOK(_, id", I"): otherwise, by Invariant 6, it would
have included id” in its dependency set at line 18, implying id” € D. We now prove
that id € I”, i.e., all three conjuncts at line 94 hold for id at ¢ when it computes I”:

(i) id ¢ D";
(ii) phase[id] = coMMIT = cmd[id] # Nop A cmd[id] <t ¢” A id” ¢ Deplid]; and
(iii) phase[id] # COMMIT = init_cmd[id] # L Ainit_cmd[id] > ¢’ A id" ¢ init_depl[id].

Conjunct (i) holds immediately from the equations established earlier. For conjunct (ii),
by Proposition 19 applied to the induction hypothesis, ¢ must have committed id with
command ¢ and dependency set D. We know ¢ # Nop, ¢ < ¢, and id” ¢ D, as required.
For conjunct (iii), notice that by the time ¢ sends ValidateOK(_,id", I") it has already
pre-accepted id. Thus, by lines 16-17, at that moment ¢ has init_cmd[id] = ¢ and
init_dep[id] = Dy, where Dy is the initial dependency set of id. Since initial dependencies
are always included in final dependencies, and id” ¢ D, it follows that id” ¢ Dy as
required.

Now that we have proved that id € I”, it follows that ¢” did not execute line 75, and
therefore executes line 84. However, since id € I”, by line 83, id is committed either
with a payload Nop or with dependencies that include id”. The former case contradicts
Proposition 19 applied to the induction hypothesis and the fact that a process went on
the fast path for id. In the latter, this contradicts that id” ¢ D and Invariant 7.

o Line 77, executed due to the second disjunct of line 76 (optimized and thrifty protocols).
This case is impossible as it contradicts Proposition 14.

o Line 86 (baseline protocol). By line 85, there exists a process ¢ € @ that sends a
Validate(_,id’, I') message, and there also exists a process that sends a Waiting(id’)
message. We know that when ¢ sends Validate, id’ is not committed at ¢: otherwise,
process p would have satisfied the condition at line 76, and thus would never have
executed line 86. Thus, by line 94, the initial payload of id" conflicts with ¢, and id is
not in the initial dependency set of id’. By the same line, we also have id' ¢ D. But
then, by Proposition 13, id did not take the fast path, contradicting our assumption.
Therefore, this case is impossible.

o Line 86 (optimized and thrifty protocols). These cases are likewise impossible, by
applying analogous reasoning as above and replacing Proposition 13 with Proposition 15
for the optimized protocol, or Proposition 17 for the thrifty version.

« Line 90 (all protocol versions). In this case the condition at line 69 (69t) does not hold
for id, and thus this case is impossible as it contradicts Invariant 7.

]

Proof of Invariant 10b (all protocol versions). Follows from Invariant 10a and Proposition 19.
O

Proof of Invariant 1 (all protocol versions). Follows from Invariant 9 and Invariant 10. [
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Proof of Invariant 2 (all protocol versions). Assume that messages Commit(_, id, ¢, D) and
Commit(_,4d’,c/, D) are sent, where ¢ # Nop, ¢ # Nop and ¢ <1 ¢/. We prove that id € D’ or
id" € D. Notice that both commands satisfy one of the two conditions of Proposition 18.

1. Assume that both commands satisfy condition 1 of Proposition 18. Then there
are two quorums () and ' such that every process ¢ € @ (resp., ¢ € (') has
sent a PreAcceptOK(id, D,) message (resp., PreAccept0K(id’, D})) with Uyeq Dy = D
(resp., Ugeqr D, = D'). Since @ N Q" # 0, there exists a process that sends both
PreAcceptOK(id, D,;) and PreAcceptOK(id’, D;). By Invariant 8, id € D/ C D’ or
id" € D, C D, as required.

2. Assume that id satisfies condition 1 of Proposition 18, while id satisfies condition 2
(the symmetric case is analogous). Then there exists a quorum " where each pro-
cess ¢ € () has sent PreAcceptOK(id/,D;), with Ugeqr Dy = D’. Process p has sent
Accept(_, id, ¢, D) at line 75 or 84, after hearing from a quorum @) that triggered the han-
dler at line 59. Before that, p received ValidateOK(_, id, I,) from every ¢ € @) (line 73).
For any ¢ € Q N @', ¢ sends both ValidateOK(_, id, ;) and PreAcceptOK(id',Dg).
If the former is sent first, then by line 93 and Invariant 6, at the time ¢ sends
PreAcceptOK(id', D}) we have cmd[id] € {c,Nop}. Since both ¢ and Nop conflict
with ¢, line 18 ensures id € D;, as required. Consider the remaining case in which ¢
sends PreAcceptOK(id’, D)) before sending ValidateOK(_, id, I,). Then by lines 16-17
we know that ¢ has init_cmd[id'] = ¢ > ¢ when it sends ValidateOK. We make a case
split depending on whether id" € I, or not.

Assume first that id’ ¢ I,. Then one of the following must hold at process ¢:
(i) id" € D; or

(i) phase[id] = coMMIT and cmd[id'] = Nop V cmd[id'] t4 ¢ V id € Dep|id']; or

(iii) phase[id'] # coMMIT and id € init_dep[id'].

In case (i) the required property follows immediately. In case (ii), Invariant 1 ensures
that process ¢ commits id’ with cmd[id'] = ¢/ # Nop and Dep[id'] = D’, which implies
id € D', as required. In case (iii), recall that when ¢ sends the ValidateOK message it
has init_cmd[id’] # L. But then by lines 17 and 93, it also has init_depl[id'] = D}, C D',
where D} is the initial dependency set of id’. Thus, id € D', as required.

Assume now that id" € I,. Notice that since I, # 0, process p could not have executed
line 75. Thus it sends Accept(_, id, ¢, D) at line 84. By line 83 it has committed id’
either with a dependency that contains id, or with Nop. However, by Invariant 1, it has
to be committed with ¢ # Nop and D’. Hence, id € D’, as required.

3. Assume that both commands satisfy condition 2 of Proposition 18. In this case, they
both validate their dependencies at their recovery quorums at lines 72-73. Thus, there
exists a process that sends ValidateOK(_,id, ) and ValidateOK(_,id',I'). Assume
that it first sends ValidateOK(_,id’,I") (the symmetric case is analogous). By line 93,
at the moment it sends ValidateOK(_,id, I) it has init_cmd[id'] = ¢ # L. The proof
concludes with the same case-splitting as before: either id’" belongs to I, or it does not.

]
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5.7.1 Validity

Proof of Validity. In EPaxos®, each client is co-located with a replica. Therefore, Validity
follows directly from line 12: every non-Nop command is submitted by some process. O]

5.7.2 Integrity

Proof of Integrity. At each process, executed commands are recorded in the set Exec. A
command may be executed only if it is not already in the set (line 5), and once executed, it is
added to Exec (line 7). Since no elements are ever removed from the set, every command is
executed at most once at each process. O

5.7.3 Consistency

To prove that EPaxos* maintains the Consistency property, we use the auxiliary propositions
below. These propositions hold for any two committed commands id and id’ with conflicting
non-Nop payloads ¢ and ¢, respectively.

PROPOSITION 20. Assume that a process executes ¢ in a subgraph G before it executes c'.
Then, there is no path from id' to id in G.

Proof. By contradiction assume the existence of such a path. Either the two commands are
in the same strongly connected component of G, or the component of id’ is before the one of
id. The later case is not possible because id’ would execute first (line 3). In the former, there
exists a path from id to id’ in G; contradiction. n

PROPOSITION 21. If ¢ is executed before ¢ but in a different component of the same subgraph
G, then there is a path from id to id" in G.

Proof. By contradiction, assume that there is no a path from id to id’ in G. This implies
that id is not a dependency of id’. By Visibility, id’ is a dependency of id. This contradicts
Proposition 20. O]

Proof of Consistency. By contradiction, consider two conflicting commands ¢ and ¢ whose
identifiers are id and id’, respectively. Suppose that a process p executes ¢ before ¢’ while
another process ¢ does the opposite. Let G and G’ be the subgraphs used to execute ¢ and ¢’
by p and ¢, respectively. We show that there is a path from id to id’ in G’. There are two
cases to consider: (id' ¢ G) Applying Proposition 20, id’ ¢ Dep[id]. By Visibility, it must be
the case that id € Dep[id']. (id' € G) Because p executes ¢ before ¢, Proposition 21 implies
that there is a path from id to id’ in G. By Agreement and the fact that G’ contains only
committed dependencies, such a path is also in G'.

Using the very same line of arguments, considering this time process ¢, we can prove that
there exists a path from id’ to id in G. It follows that the two commands are always in the
same strongly connected component of the dependency graph. Because p executes ¢ before ¢,
it must be the case that id < id’. This contradicts that ¢ executes ¢’ before c. O
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5.7.4 Liveness

The original EPaxos protocol is not live: there exist executions with infinitely many commands
in which each submitted command depends on another command that is submitted later [25,
Appendix D]. This limitation cannot be resolved without redesigning the core failure-free
commit protocol. Since the goal of EPaxos* is to remain as close as possible to the original
design, it inherits the same liveness issue. To address this, we require termination only in
runs with finitely many submitted commands.

PROPOSITION 22 (ALL PROTOCOL VERSIONS). For each command id, there is a time after
GST and after all failures have occurred, such that id can be recovered only by a single process

with the highest ballot ballid)].

Proof of Proposition 16 (all protocol versions). The proof is done by contradiction. Assume
that some process never commits a command ¢d. By Proposition 22, there exists a time
t > GST after all failures have occurred, and after which id can be recovered only by a
single process p. We may also assume that by time ¢, the recovery timer at p is sufficiently
high (line 45), ensuring that p does not start a new recovery at line 45 before receiving all
RecoverOK and ValidateOK messages from the correct processes to which it has sent Recover
and Validate, respectively.

Since 7d is never committed, every recovery attempt by p after time ¢t must get stuck. This can
happen only because on each new attempt ¢d blocks on at least one potentially invalidating
command (line 80). Since we are considering only runs with finitely many submitted commands,
there is a command id’ € I (line 94) on which id blocks infinitely often. Just as process p is
the only process that attempts to recover id after ¢, by Proposition 22, there exists a time
t' > GST after which id’ can be recovered only by a single process p’. We can assume that
t > t', and that by time ¢, the recovery timer at p’ is sufficiently high (line 45), ensuring that
p’ does not start a new recovery at line 45 before receiving all RecoverOK and ValidateOK
messages from the correct processes to which it has sent Recover and Validate, respectively.

Since 4d is blocked on id’, and id’ is never committed, id’ must itself be blocked in recovery.
Notice that in every recovery attempt after ¢, process p (resp., p’) selects the same dependency
set D (resp., D') at line 71. Indeed: (%) in the non-thrifty versions, D (resp., D’) is the initial
dependency set, which is unique (line 69); and (7i) in the thrifty version, once p (resp., p’)
selects some dependency set at line 71, any subsequent attempt in which it would select a
different set must finish after executing lines 90t and 93t. Eventually, process p’ broadcasts a
Waiting message for id’ at line 79 (79t in the thrifty version), which p eventually receives.
This concludes the proof for the baseline protocol, since in this case p unconditionally aborts
the recovery at line 86. We continue the proof for the optimized and thrifty versions.

Since id repeatedly blocks on id’ (and in particular never satisfies the first disjunct at line 76),
line 94 implies: (a) id ¢ D, (b) the initial payloads of id and id’ conflict, and (¢) id ¢ D},
where D), is the initial dependency set of id’. Moreover, after time ¢, the initial payload of id
is stored at a recovery quorum of id (line 93). Since every recovery quorum of id intersects
with every recovery quorum of id', on each recovery attempt after ¢, process p’ receives a
ValidateOK message for id’ from at least one correct process ¢’ that stores the initial payload
of id. We now make a case split depending on whether id € D" or not.
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o id ¢ D'. Notice that we can assume that process ¢’ never accepts or commits id. If
it ever did, it would no longer participate in any subsequent recovery of id (as this
would trigger line 64 or line 66). Since process p initiates infinitely many recovery
attempts for id, while the number of processes is finite, there must exist at least one
process that never accepts or commits id; let it be ¢’. Then, due to (a)-(c), after time
t, each time process ¢’ receives a Validate message for id’, it includes id in the set of
invalidating and potentially invalidating commands at line 94. Thus, every recovery
of id' by p’ eventually computes a set I’ at line 74 such that id € I’. Due to line 79,
process p’ will eventually receive Waiting(id, k) from p. We must have k <n — f —e:
otherwise, p’ would satisfy the condition at line 85 and finish the recovery, contradicting
our assumption. Hence, when p recovers id, it has |Ry.x| < n — f —e. On the other
hand, by lines 59 and 70, | Rpax| > |Q| —€ > n— f —e > | Rpax|, s0 that | Ryax| = |Q] —e.
Since the conditions at lines 67 and 87 (90t in the thrifty version) never hold for id’,
coord(id’) must be faulty. But then eventually, p will initiate a recovery of id for which
the condition at line 76 will hold, letting p finish the recovery. This contradicts our
assumption.

e id € D'. Consider first the non-thrifty version of the protocol. Then we have D = D',
and hence, id € Dy, which contradicts our previous claims.

Consider now the thrifty version. Since id does not potentially invalidate id’ (because
id € D'), the latter must have been blocked on some other command. Thus, there
exists a sequence of commands (id,,),en, Where each command is blocked by the next
one. Recall that we are considering a run with only finitely many submitted commands.
Therefore, the sequence (id,,)n,eny must be circular.

For each n, let D,, be the recovering dependency set of id,,. Notice that if there exists n,
such that id, ¢ D, 1, then the rest of the proof proceeds exactly as in the case where
id ¢ D', which is proven above. Hence, for all n, id,, € D, ;.

Consider any command id,, from (id,)nen. Since id,, is blocked on recovery at line 80,
by line 69t there exists at least one process ¢ that has pre-accepted id,, with D,,. Since
idm_1 € Dy, process q stores command id,,_;. Eventually, the new coordinator of id,,
receives a RecoverOK(_, idm,—1, _, _, dep,, _, phase,) message from ¢. By line 19t and
line 90t, we know that phase, = PREACCEPT and dep, = D,, 1. This means that process
q has pre-accepted both id,,_; and id,,, with dependencies D,,_1 and D,,, respectively.
Since id,,_o € D,,_1, process ¢ must also store id,, 5. Applying the same reasoning, we
conclude that ¢ has pre-accepted id,, o with D,, 5. By repeating this argument for
all commands in the sequence (id,,),en, We conclude that process g has pre-accepted
each command with its recovering dependencies. Notice that these dependencies form a
cyclic dependency graph. However, processes cannot locally pre-accept cycles, which
leads to contradiction.

]

Proof of Liveness. As long as no process starts the recovery of a command, every submitted
command is eventually delivered. If the run involves the recovery of a command id then,
according to lines 4647, processes will continue attempting to recover id until it is committed.

88



Chapter 5. EPaxos*: Optimal Fast SMR

By Proposition 16 we know that eventually there will be a time after which id is committed.
Finally, by lines 4849, if id is committed as a Nop, the correct process that originally
submitted it will retry, eventually committing it with the initially submitted payload. O]

5.7.5 Nontriviality

Proof of Nontriviality. Unlike SwiftPaxos, EPaxos* does not rely on optimistic execution and
assumes only co-located clients. This makes Nontriviality straightforward: any value returned
at line 9 corresponds to the actual execution of some command (line 6). [

5.7.6 Optimality

Proof of f-resilience. Because Liveness holds in every execution with at most f crashes,
EPaxos* is f-resilient. O

Proof of e-fast (non-thrifty). Consider any E-faulty synchronous run with |E| < e. Suppose
a conflict-free command d is submitted by some process p at time t. Let Dy be the initial
dependency set that p includes in the PreAccept message for id. Because id is conflict-free,
any conflicting command id’ must either already be in Dy or cannot be submitted until id
has been executed by some process. Consequently, every PreAcceptOK message will carry the
same dependency set Dy. Since at most e processes may fail, process p will receive at least
n — e responses. Then, since the run is synchronous, p will execute id by time t +2A. [

5.8 A Liveness Bug in EPaxos Recovery

We consider a system of n = 9 processes (p;)ic[1,], tolerating at most f = 4 failures. The

size of a fast quorum is f + L%j = 6. Process p; is the coordinator of a command c with

an identifier id. Process py coordinates a conflicting command ¢ identified with id’. In this
setting, the counter-example proceeds as follows, adhering to the Egalitarian Paxos protocol
as specified in Moraru’s PhD thesis [53].

1. Process p; sends a PreAccept(c, id, (), 0) message to {p1, ps, P, P7, Ps; Po }-
2. Processes pg and pg preaccept id with Deplid] = () and seq[id] = 0.
3. Processes pg starts recovering id.
(a) It broadcasts a Prepare message and receives f+1 = 5 replies from {pa, ps, ps, s, Do }-

(b) Steps 2 on page 41, 3 on page 42, and 4 on page 42 are not applicable. However,
there are L%J = 2 processes (i.e., ps and pg) that preaccepted id with Deplid] = ()
and seq[id] = 0 at ballot 0 (the “if” part of step 5 on page 42).

(c) Process pg sends a TentativePreAccept(id, c,(),0) message to {p1, pa2, p3, pa} (step
6 on page 42). For the moment, nobody receives this message.

4. Process py sends a PreAccept(c, id’, 0, 0) message to {ps, ps, D, D7, P8, Do }-
5. Process p, preaccepts id’ with Deplid’] = () and seq[id'] = 0.
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10.
11.

12.

13.

14.

15.

. Processes ps, ps, and py all preaccept id" and then id. That is, Dep[id'] = 0, seq[id'] = 0,

as well as Dep[id] = {id'} and seq[id] = 1.
Processes py starts recovering id’.

(a) It broadcasts a Prepare message and receives replies from f + 1 = 5 processes
{anp3ap4ap87p9} (page 41a Step 1)
(b) Steps 2 on page 41 as well as 3-4 on page 42 are not applicable. There is only one

process (i.e., py) that preaccepted id’. Thus p, executes the “Else” listed in step 5
on page 43, and restarts proposing id from Phase 1 of the protocol.

. Processes p3 and p, receives the TentativePreAccept(id, ¢, ),0) message from pg and

(tentatively) preaccept it with Deplid] = () and seq[id] = 0.

. Process py successfully commits id" with Dep[id'| = {id} and seq[id'] = 1. on the slow

path from quorum {p27p37p47p87p9}'

Processes p1, ps and ps3 fail.

Process p4 starts the recovery of id. It broadcasts a Prepare message and receives
f+ 1 =5 replies from {py4, ps, ps, p7, Ps}. Step 2 on the same page, as well as 3-4 on
page 42 are not applicable. However, there are 3 > L%J = 2 processes (i.e., ps, pg and
pr) that preaccepted id with Dep[id] = {id'} and seq[id] = 1 at ballot 0 (the “if” part of
step 5 on page 42). So, py broadcasts a TentativePreAccept(id,c, {id'},1). Command
id" does not interfere with id. Thus, processes that receive this message simply update

Dep[id] and seq|id] accordingly and send back a TentativePreAcceptOK to py.

Process ps recovers again id using {pa4, ps, Ps, Ps, Do }. (The previous recovery stalled
because p; crashed.) There are 3 processes (ps4, ps and pg) that preaccepted id
with Dep[id] = () and seq[id] = 0. As a consequence, process pg disseminates a
TentativePreAccept(id,c,{),0). Notice that because id" does not interfere with id for
such values of Deplid] and seq[id], processes that receive such a message update these
values accordingly and send back a TentativePreAcceptOK to ps.

The messages sent by py and pg interleave in a manner that keeps the state of Dep[id]
and seq[id] at all the remaining processes identical to before p, starts recovering (i.e.,
item 10 above).

Process p4 receives TentativePreAcceptOK messages from the quorum. Observe that
there are at most 4 = f potential processes that preaccepted id with Dep|id] = {id'}
and seq[id] = 1 (that is, ps, pe and p7, and potentially the coordinator of id, p; — on
page 42 in [53] step 7(a) reads “we can count Q) here too even if it does not reply”).
Moreover, there are no interfering commands (step 6) since the only other submitted
command ¢ is committed with Dep[id’'| = {id}. Hence, the steps listed on pages 42-43
do not hold. Recovery at p, is blocked. By a similar line of arguments, recovery is also
blocked at ps.

Items 11-14 can be repeated forever for any two processes storing different values of
Dep[id] and seq[id]. As a consequence, recovery does not make progress.
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Conclusion

State-machine replication is a cornerstone of reliable distributed systems, yet existing protocols
often face difficult trade-offs between performance, fault tolerance, and complexity. Leader-
based protocols, such as Paxos, provided simplicity and strong correctness guarantees but
suffered from high latency and low throughput due to their reliance on a centralized leader.
Leaderless protocols, such as EPaxos, removed the leader bottleneck and allowed more
decentralized decision-making, but introduced additional complexity (particularly in failure
recovery ), leading to subtle bugs and overall poor adoption in real-world systems. This thesis
studied the fundamental limitations of state-machine replication protocols by enhancing both
leader-based and leaderless approaches.

We first introduced SwiftPaxos, a new leader-based protocol that lowers the best-case latency
of Paxos while preserving its worst-case performance. Under no contention, it can execute a
command in just 2 message delays, and in 3 message delays otherwise. SwiftPaxos achieves
this by combining optimistic execution with a dual-voting mechanism, where replicas vote for
both their own proposals and the leader’s proposal within the same ballot. This approach
prevents ballot restarts on conflicts and avoids transferring large amounts of state during
slow-path execution, making SwiftPaxos significantly faster than other protocols that rely on
fast paths. SwiftPaxos is also more practical than many competing protocols, as it supports
fast execution even for clients that are not co-located with any replica. In addition, its
leader-based architecture keeps the protocol relatively simple to understand and implement,
making it well-suited for real-world systems.

Experimental evaluation of SwiftPaxos across geo-distributed datacenters demonstrates sub-
stantial performance gains: SwiftPaxos delivers 16-29% lower average latency than Paxos,
and its throughput is up to 2.9x that of EPaxos.

Next, we addressed the limitations of existing leaderless protocols and introduced EPaxos™*,
a new SMR protocol that is both correct and optimal. EPaxos™ builds on Egalitarian
Paxos, resolving both known and newly discovered correctness issues while preserving strong
performance in failure-free runs. Our contributions include a clearer protocol specification, a
novel and simplified failure-recovery mechanism, and a rigorous proof of correctness.

91



Fedor Ryabinin

Crucially, EPaxos™* is the first SMR protocol to achieve provably optimal fast execution: it
completes commands in two message delays despite up to e failures, using only n = 2e+ f — 1
processes. To establish this result, we formalized what “fast” means in real-world systems by
introducing a refined notion of fast consensus — two-step consensus — which requires only the
client’s proxy to decide in two message delays. Building on this, we defined fast SMR and
derived the corresponding lower bounds. EPaxos™* is the first known fast SMR protocol that
provably matches these bounds.

By revisiting the assumptions behind fast consensus and improving protocol behaviors under
contention, this thesis presents a more robust foundation for low-latency SMR in wide-area
environments. SwiftPaxos and EPaxos* demonstrate that we can reduce complexity, achieve
optimal fault tolerance, and improve performance of SMR protocols without sacrificing strong
correctness guarantees.

6.1 Future Work

EPaxos* improves EPaxos but does not mitigate its potentially high tail latency caused by
the convoy effect. This effect is inherent to leaderless protocols that represent the underlying
partial order using dependency graphs [27].

This limitation is addressed by Tempo [25], a timestamp-based leaderless protocol that guar-
antees bounded execution time for each submitted command under any workload. However,
Tempo is not optimal and does not match the lower bounds for fast SMR established in this
thesis: for any configuration with n = 2f + 1, it requires that e = 1.

A recent replication protocol used in Apache Cassandra, called Accord [74], is the first to aim
at bridging the gap between EPaxos™ and Tempo. It tolerates the optimal number of fast path
failures, while also providing bounded execution time. Interestingly, we found a correctness
bug in a preliminary version of Accord [70]. We then collaborated with the authors of Accord
to fix the protocol, improve it and prove its correctness. Accord has recently been merged into
the main branch of Apache Cassandra and is now being deployed at Apple. We continue to
work closely with the Accord developers and plan to report on Accord in a future publication.

Accord orders commands using timestamps, as in Tempo, but similarly to EPaxos*, it relies
on dependencies to determine when a command is stable, i.e., ready for execution. Although
Accord improves on both EPaxos* and Tempo in terms of availability and tail latency, it
introduces an additional message delay in the worst case. An interesting open question is
whether this trade-off is fundamental or whether there is a protocol that simultaneously
achieves all the desirable properties of EPaxos*, Tempo, and Accord.

In this thesis, we presented two versions of EPaxos*. The base version achieves fast agreement
only on the initial dependencies, while the so-called thrifty version relaxes this restriction
but enforces a single, fixed fast quorum per command. In the thrifty version, the fast path
is guaranteed only if all replicas in the selected fast quorum are alive, meaning it does not
strictly satisfy the definition of fast SMR. Nevertheless, in certain scenarios, the thrifty version
is more likely to take the fast path compared to the base version.
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This suggests an interesting direction for future work: defining an alternative specification of
fast SMR that captures the trade-off between the two versions. Our conjecture is that the
lower bounds for this alternative definition would remain the same as those presented in the
thesis, making the two versions of EPaxos* optimal under different criteria.

Another direction for future work is to study how the lower and upper bounds presented in
this thesis can be adapted to the atomic multicast abstraction, a key building block of partial
state-machine replication (PSMR). In PSMR, the system state is partitioned across different
sets of replicas, and a client command may access only a subset of these partitions. When
designed carefully, PSMR protocols can significantly improve system performance by enabling
high parallelism. Conceptually, PSMR naturally corresponds to sharded distributed databases.
Studying the lower bounds and limitations of PSMR could lead to a more principled approach
for designing real-world distributed systems.

On the theoretical side, Kuznetsov, Tonkikh, and Zhang [40] studied the relation between
the thresholds f and e under Byzantine failures, and proved that 3f 4+ 2e — 1 processes are
necessary and sufficient for a protocol to be fast according to a definition close to Lamport’s
fast consensus protocols. A promising direction for future research is to explore whether their
techniques can be combined with those developed in this thesis (Chapter 4) to reduce the
number of processes required for fast execution in the Byzantine case.
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